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ABSTRACT

Artificial intelligence, particularly generative Al, LLMs, and autonomous Al agents,
is transforming organizational processes, scientific infrastructures, and digital sys-
tems. However, successful adoption requires more than technological innovation; it
depends onintegrating Al into standards, governance frameworks, and interoperable
infrastructures while preserving reliability, transparency, and rigor. This chapter
examines how Al can be embedded into technical, organizational, and scientific
standards without disrupting existing systems. It addresses challenges related to
interoperability, data quality, traceability, governance, provenance, metadata
consistency, and reproducibility. Special attention is given to integrating Al into
Current Research Information Systems and scientific workflows while maintaining
transparency, validation, and responsible decision-making. The chapter proposes
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a framework for standards-compliant Al adoption that balances innovation with
interoperability and positions Al as an evolutionary extension of sustainable and
trustworthy digital infrastructures.

1. INTRODUCTION

Al has become one of the most transformative technological developments of
the last decade, fundamentally reshaping digital infrastructures, organizational
processes, and scientific ecosystems. The emergence of generative Al, LLMs, and
autonomous decision-support systems has accelerated the integration of Al into
domains such as healthcare, education, public administration, research management,
and industrial innovation (Bommasanietal.,2021; Dwivedietal.,2023). While these
technologies create significant opportunities for automation, knowledge discovery,
and intelligent decision-making, they also introduce substantial challenges related
to interoperability, governance, transparency, and standardization.

One of the central tensions in contemporary Al adoption lies in the relationship
between innovation and standards. Existing technical and organizational standards
provide the foundation for interoperability, reliability, data exchange, and long-term
sustainability across digital ecosystems (ISO, 2023). Particularly in scientific and
research infrastructures, standards play a critical role in ensuring data quality, re-
producibility, metadata consistency, and methodological transparency (Wilkinson
et al., 2016). However, many Al systems, especially generative Al applications,
operate probabilistically and dynamically, often producing outputs that are difficult
to reproduce, validate, or systematically govern (Bender et al., 2021). As a result,
organizations increasingly face the challenge of integrating Al into established
infrastructures without creating fragmentation, incompatibility, or loss of trust.

The growing complexity of Al-driven environments further intensifies concerns
regarding data governance and provenance. Al systems depend heavily on large-
scale heterogeneous data sources whose origins, transformations, and quality are not
always transparent (Sambasivan et al., 2021). In this context, provenance emerges
as a crucial concept for maintaining traceability, reproducibility, and accountability
within Al-supported systems. Provenance mechanisms enable organizations to sys-
tematically document how data are collected, processed, transformed, and utilized
within Al pipelines, thereby supporting transparency and governance across complex
digital ecosystems (Belhajjame et al., 2013).

These challenges are particularly relevant in research and scholarly infrastruc-
tures, where Al increasingly influences scientific workflows, research evaluation,
metadata enrichment, and current research information systems (CRIS)'. The inte-
gration of Al into research environments raises critical questions about scientific
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rigor, explainability, bias, and responsible automation in knowledge production and
evaluation processes (Azeroual & Schopfel, 2024). Without appropriate governance
structures and standards-aligned integration approaches, Al may unintentionally
undermine the very principles of transparency, reproducibility, and methodological
reliability that scientific systems are designed to protect.

Against this background, this chapter investigates how Al can be integrated into
existing standards and infrastructures without compromising their foundational
principles. From this perspective, Al should be embedded within established in-
frastructures in a manner that preserves institutional control, methodological rigor,
and system compatibility while enabling new analytical and generative capabilities.

Existing Al governance frameworks provide important principles for risk man-
agement, accountability, transparency, and regulatory compliance. However, they
offer limited guidance on how Al components should be technically and organiza-
tionally embedded into information infrastructures that already rely on established
metadata models, interoperability protocols, provenance mechanisms, and scientific
validation procedures. This limitation is particularly relevant for CRIS, where Al-
generated metadata, classifications, recommendations, and analytical outputs must
coexist with standards such as CERIF, Dublin Core, DataCite, FAIR, persistent
identifiers, and institutional governance processes.

The specific gap addressed in this chapter is therefore not the absence of Al gov-
ernance principles. Rather, it is the lack of an integrated implementation perspective
that connects governance requirements with system architecture, metadata interop-
erability, provenance evidence, data quality controls, scientific reproducibility, and
human validation. The chapter addresses this gap by treating Al as an augmentation
layer within existing standards-based infrastructures rather than as an autonomous
replacement system.

1.1. Contributions
This chapter makes three main contributions:

1. Itidentifies apractical integration gap between general Al governance frameworks
and the operational requirements of standards-based information infrastructures.

2. Itproposesalayered conceptual framework in which data and metadata standards
form the foundation, existing information systems provide the operational core,
Al functions as an augmentation layer, and governance and human oversight
control the resulting processes.

3. Itapplies and illustrates this framework to CRIS and research information man-
agement by linking Al integration to CERIF, FAIR, W3C PROV, Dublin Core,
DataCite, ISO/IEC 42001, the NIST Al Risk Management Framework, and the

35



EU AI Act, and by translating these relationships into practical implementation
patterns.

1.2. Methodological Approach

This chapter adopts a structured conceptual review and synthesis approach. The
analysis focuses on literature and standards published in the fields of Al governance,
interoperability, provenance, data quality, scientific reproducibility, research infor-
mation management, and human-centered Al. Sources were selected when they
fulfilled at least one of the following criteria:

1. theyrepresentaninternationally recognized governance or regulatory framework;

2. they define established data, metadata, or provenance standards;

3. they address Al integration in research or standards-based information environ-
ments; or

4. they provide concepts relevant to model documentation, reproducibility, human
oversight, or lifecycle monitoring.

The analysis included ISO/IEC 42001, the NIST Al Risk Management Framework,
the EU Al Act, the OECD Al Principles, FAIR, W3C PROV, CERIF, Dublin Core,
and DataCite. The framework was derived by comparing the scope and limitations
of these instruments and synthesizing their complementary functions into a layered
architecture for standards-compliant Al integration. The chapter is conceptual and
does not claim empirical validation of the proposed framework.

2. UNDERSTANDING STANDARDS IN THE AGE OF Al

The rapid diffusion of Al across organizational, industrial, and scientific domains
has fundamentally transformed the relationship between technological innovation
and standardization. Al is increasingly applied across multiple lifecycle phases,
including data collection, data integration, knowledge extraction, decision support,
process automation, monitoring, and reporting. In scientific environments, Al supports
activities such as literature discovery, research evaluation, metadata enrichment,
expert recommendation, and research management, while in industrial contexts it
is used for predictive maintenance, quality control, digital twins, and operational
optimization. As Al becomes embedded throughout these lifecycle stages, the
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need for interoperable standards, governance mechanisms, and traceable processes
becomes increasingly important.

Historically, standards have served as foundational mechanisms for ensuring
interoperability, consistency, reliability, and trust across digital ecosystems. How-
ever, the emergence of Al-driven systems, particularly machine learning (ML) and
generative Al technologies, introduces new complexities that challenge traditional
approaches to standardization. Unlike conventional information systems that operate
according to predefined rules and deterministic processes, Al systems often exhibit
adaptive, probabilistic, and context-dependent behavior. As a result, organizations
increasingly face the challenge of integrating Al capabilities into existing technical,
organizational, and regulatory frameworks while preserving compatibility, trans-
parency, and long-term sustainability.

Understanding the role of standards in Al-driven environments requires a mul-
tidimensional perspective that encompasses technical infrastructures, data gover-
nance, research methodologies, and compliance mechanisms. At the same time,
it is necessary to recognize Al not only as a technological innovation but also as
a transformative force that reshapes digital ecosystems and introduces new risks
related to fragmentation, interoperability, and governance.

2.1 The Role of Standards in Digital Ecosystems

Standards provide the foundation for interoperability, data exchange, gover-
nance, and quality assurance across digital ecosystems. They establish common
specifications, procedures, and frameworks that enable heterogeneous systems,
organizations, and stakeholders to interact effectively across technological and in-
stitutional boundaries. Without standards, digital ecosystems would be characterized
by incompatibility, duplication of effort, and reduced efficiency, ultimately limiting
innovation, scalability, and collaboration (ISO, 2023).

Technical Standards

Technical standards establish the protocols, architectures, and communication
mechanisms that enable interoperability among information systems. They define
how systems exchange information, authenticate users, process transactions, and
communicate across distributed environments. Examples include internet commu-
nication protocols such as TCP/IP, web standards developed by the World Wide
Web Consortium (W3C), and service-oriented architectures based on application
programming interfaces (APIs). These standards create stable technological foun-
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dations that allow organizations to integrate diverse systems while maintaining
operational consistency and scalability.

In Al-driven environments, technical standards become increasingly important
because Al systems often operate across multiple infrastructures, cloud environ-
ments, and data platforms. Standardized interfaces facilitate the integration of Al
models into existing enterprise architectures and support interoperability between
Al services, data repositories, and decision-support systems.

Data and Metadata Standards

Data constitute the primary resource upon which Al systems depend. Conse-
quently, standards governing data structures, metadata schemas, and semantic in-
teroperability play a critical role in ensuring the quality and usability of Al-driven
processes. Metadata standards provide structured descriptions of digital objects and
enable systems to interpret, exchange, and reuse information consistently across
organizational boundaries.

Within research and scientific infrastructures, metadata standards such as Dublin
Core (Dublin Core Metadata Initiative, n.d.), DataCite Metadata Schema (DataCite
Metadata Working Group, 2026), the Common European Research Information For-
mat (euroCRIS CERIF Task Group, 2012) (CERIF), W3C Web Standards (World
Wide Web Consortium, n.d.), and FAIR data principles contribute significantly to
data discoverability, accessibility, interoperability, and reusability (Wilkinson et al.,
2016). For Al systems, standardized metadata support data lineage tracking, prov-
enance documentation, model transparency, and explainability. Without consistent
metadata management, Al applications risk operating on incomplete, inconsistent,
or poorly documented datasets, thereby reducing reliability and trustworthiness.

Research and Methodological Standards

Scientific progress depends heavily on methodological rigor, transparency, and
reproducibility. Research standards establish common practices for data collection,
analysis, reporting, and validation, thereby ensuring the credibility and reliability
of scientific findings. In recent years, concerns regarding reproducibility crises
in several scientific disciplines have reinforced the importance of standardized
research methodologies and transparent documentation practices (Munafo et al.,
2017; Freese et al., 2022).

The integration of Al into research environments introduces additional chal-
lenges because Al models often operate as complex black-box systems whose
internal decision-making processes are difficult to interpret. Consequently, emerg-
ing methodological standards increasingly emphasize reproducible computational
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workflows, transparent model documentation, dataset versioning, and explainable
Al approaches. These requirements are particularly important in CRIS, scholarly
analytics platforms, and Al-assisted research evaluation systems, where automated
analyses may directly influence scientific decision-making processes.

Governance and Compliance Frameworks

Beyond technical and methodological considerations, standards also serve as
governance instruments that support accountability, risk management, and regulatory
compliance. Governance frameworks define organizational responsibilities, oversight
mechanisms, and ethical principles that guide the development and deployment of
digital technologies.

Inthe context of Al, governance frameworks are becoming increasingly important
due to concerns regarding fairness, transparency, bias, privacy, and accountability.
International initiatives such as the OECD Al Principles, the European Union AT Act,
and ISO/IEC 42001 provide structured approaches for managing Al-related risks and
ensuring responsible deployment practices (OECD, 2019; European Commission,
2024). These frameworks establish governance structures that enable organizations
to balance innovation with societal expectations and regulatory obligations.

Limitations of Existing Standards

Although existing standards provide essential guidance for Al deployment, each
addresses only a specific aspect of Al integration. Technical standards support in-
teroperability, governance frameworks address accountability and risk management,
provenance standards provide traceability, and metadata standards ensure semantic
consistency. Regulatory frameworks such as the EU Al Act complement these
standards by defining legal obligations for Al systems but do not prescribe how Al
should be embedded into existing information infrastructures. The challenge there-
fore lies in combining these complementary perspectives within a single integration
architecture, which is introduced in the following section.

Table 1 illustrates that existing standards and initiatives address complementary
aspects of Al adoption, including governance, regulatory compliance, interopera-
bility, provenance, data stewardship, and research information management. While
each of these standards provides valuable guidance within its respective domain,
none offers a comprehensive perspective on how these dimensions interact when Al
is integrated into existing organizational and scientific infrastructures. Rather than
proposing a new standard, this chapter synthesizes these complementary perspec-
tives to provide a holistic understanding of standards-compliant Al adoption. This
integrated perspective forms the conceptual basis for the subsequent discussion of
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Al as a transformative force and the challenges of embedding Al into established
standards-based ecosystems.

Table 1. Scope of Existing Standards/Initiatives and Their Relevance for Al Integration

Standard/ Primary Focus Scope and Limitations Relevance for Al

Initiative Integration

Standards

ISO/IEC Al management Focuses on organizational Al Governance and Al

42001 systems governance management

Dublin Core Metadata General metadata standard without AI- | Metadata interoperability
description specific governance and semantic consistency

Frameworks and Principles

NIST AI RMF Al risk Provides a general lifecycle-oriented Risk identification,
management risk management framework but does governance,
not prescribe domain-specific CRIS measurement, and
integration architectures management
FAIR Data stewardship Focuses on research data Data quality and
Principles interoperability

Recommendations and Specifications

W3C PROV Provenance and Covers traceability only Provenance and
traceability auditability

CERIF/CRIS Research Focuses on research information Al integration into
information interoperability research information

interoperability systems

Regulations

EU AI Act Regulatory Defines legal obligations Regulatory requirements
compliance and risk management

Table 1 also clarifies the distinct contribution of the proposed framework. ISO/
IEC 42001 addresses organizational management structures, the National Institute
of Standards and Technology (NIST) AI RMF(Tabassi, 2023) supports risk iden-
tification and lifecycle governance, and the EU Al Act defines legal obligations.
FAIR, Dublin Core, DataCite, CERIF, and W3C PROV address data stewardship,
metadata representation, research information interoperability, and traceability. The
framework proposed in this chapter does not replace these instruments. Instead, it
explains how their functions can be combined within one layered implementation
architecture. Its distinctive contribution lies in connecting policy-level governance
with the technical and scientific requirements of existing information infrastructures.
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2.2 Al as a Transformative Force

Alhasevolved from a specialized technological capability into a general-purpose
technology with the potential to reshape virtually every sector of society. Similar
to previous transformative technologies such as electricity or the internet, Al acts
as an enabling infrastructure that influences economic processes, organizational
structures, and knowledge production mechanisms (McAfee & Brynjolfsson, 2017).

From Automation to Generative Al

Early Al applications primarily focused on automation and rule-based decision
support. Traditional expert systems relied on predefined rules and structured knowl-
edge representations to automate repetitive tasks and support operational decision-
making. Advances in machine learning, particularly deep learning, expanded Al
capabilities by enabling systems to learn patterns from large-scale datasets without
explicit programming.

The recent emergence of generative Al and LLMs represents a significant shiftin
Al capabilities. Unlike traditional predictive systems, generative Al can create novel
content, including text, images, software code, and scientific summaries. Models
such as GPT, Claude, and Gemini demonstrate unprecedented abilities in natural
language processing, content generation, and knowledge synthesis (Bommasani et
al., 2021). This evolution significantly expands the scope of Al applications across
education, research, healthcare, public administration, and business environments.

Al-Driven Decision-Making and Adaptive Systems

Modern Al systems increasingly support or automate decision-making processes
in complex environments. Machine learning models are used for predictive ana-
lytics, recommendation systems, fraud detection, resource allocation, and strategic
planning. In many cases, Al systems continuously adapt to changing conditions
through ongoing learning processes and dynamic feedback loops.

Adaptive Al systems offer significant advantages by improving responsiveness,
efficiency, and scalability. However, their dynamic nature also creates governance
challenges because system behavior may evolve over time in ways that are difficult
to predict or explain. The transition from static information systems to adaptive Al-
driven environments therefore requires new approaches to monitoring, validation,
and accountability.
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Opportunities and Systemic Risks

The transformative potential of Al creates significant opportunities for innova-
tion, productivity improvements, and knowledge discovery across organizational,
industrial, and scientific domains. Al technologies increasingly support data analysis,
decision-making, automation, prediction, and knowledge generation at scales that
would be difficultto achieve through traditional approaches. In research environments,
Al enables applications such as literature discovery, metadata enrichment, expert
identification, research intelligence, funding analytics, and scientific knowledge
extraction. More recently, generative Al, LLMs, and emerging agent-based systems
have expanded these capabilities by supporting content generation, conversational
interfaces, workflow automation, and intelligent decision support.

Al can also contribute directly to the implementation and operationalization of
standards themselves. Rather than being viewed only as a technology that must be
governed through standards, Al can support organizations in assessing, maintaining,
and improving alignment with established requirements. In research information
infrastructures, for example, Al can assist with automated metadata enrichment,
semantic classification, identification of missing or inconsistent metadata, and
mapping between different metadata schemas. Such capabilities can reduce manual
effort while improving the consistency and completeness of institutional information.

Al can further support standards-oriented quality assessment and assurance.
For example, Al-assisted tools can help assess datasets and metadata against FAIR-
related criteria, identify missing persistent identifiers, detect incomplete provenance
information, or flag potential interoperability problems. Similarly, Al can support
the continuous monitoring of governance requirements by identifying deviations
from predefined rules, documentation requirements, or quality thresholds. In this
context, Al functions notonly as an application consuming standards-compliant data,
but also as an instrument for operationalizing and monitoring standards compliance.

These opportunities are particularly relevant for complex standards ecosystems
in which compliance cannot be reduced to a single technical check. Al can assist in
translating formal requirements into practical checks, recommendations, and work-
flow actions, while human experts remain responsible for interpreting ambiguous
cases and making final decisions. This combination of automated assessment and
human validation can support a more continuous and scalable approach to standards
implementation.

At the same time, the use of Al for standards assessment introduces an additional
governance challenge, particularly because defining what constitutes an Al system
has itself become increasingly difficult. The term Al encompasses a broad range of
technologies, including rule-based systems, machine learning algorithms, generative
Al large language models, and autonomous agents. Different organizations and
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regulatory frameworks, including the OECD, NIST, and the European Union Al
Act, apply varying definitions and classifications of Al systems. The rapid evolu-
tion of Al technologies further complicates regulatory and governance efforts, as
policymakers and legislators often struggle to establish clear boundaries between
conventional software, automation, and artificial intelligence. This conceptual am-
biguity can also affect Al-assisted standards assessment, as such assessments may
be incomplete, biased, or based on an incorrect interpretation of the underlying
requirements. Al-generated compliance assessments should therefore not be treated
as authoritative decisions, but as recommendations or evidence that remain subject
to appropriate human validation. This creates a recursive governance challenge: Al
can support standards implementation, while its own use and outputs must remain
subject to appropriate standards and human oversight.

Despite its considerable benefits, Al also introduces significant systemic risks.
These include algorithmic bias, discrimination, privacy violations, misinformation,
hallucinations, cybersecurity vulnerabilities, and the excessive automation of critical
decisions (Bender et al., 2021). In addition, concerns arise regarding the transpar-
ency of training datasets, model architectures, fine-tuning processes, and the tools
used to develop and deploy Al systems. Many advanced Al models are provided
as proprietary commercial services, limiting insight into their internal mechanisms
and making independent validation, auditing, and explainability more difficult.

Further challenges relate to governance and digital sovereignty. The growing
dependence on a small number of technology providers may create structural
dependencies that affect competition, organizational autonomy, and long-term
strategic flexibility. Vendor lock-in, changing pricing models, restricted access to
model internals, and dependence on external cloud infrastructures may introduce
operational and financial risks for organizations. These concerns are particularly
relevant in public-sector, scientific, and critical infrastructure environments, where
transparency, accountability, and long-term accessibility are essential requirements.

The increasing availability of open-source and open-weight Al models offers
alternative approaches that may enhance transparency, auditability, and technological
independence. However, these models may not always provide the same performance,
scalability, security guarantees, or supportecosystem as leading proprietary solutions.
Organizations therefore face the challenge of balancing innovation, performance,
transparency, governance requirements, and digital sovereignty when selecting Al
technologies.

Institutions can reduce vendor dependency through several architectural and
contractual measures. These include the use of model-independent APIs, portable
metadata and prompt formats, exportable audit logs, internally controlled vector
databases, open identity standards, documented fallback procedures, and contractual
rights to retrieve generated data and system records. For high-dependency services,
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institutions should also define exit strategies and periodically test whether critical
workflows can be transferred to an alternative provider or an internally hosted model.

Consequently, the successful adoption of Al requires more than technological
capability alone. It demands robust governance mechanisms, transparent standards,
effective risk management, and clear accountability structures that ensure Al sys-
tems remain trustworthy, explainable, and aligned with organizational and societal
objectives.

2.3 The Risk of Fragmentation

While Al offers substantial opportunities for innovation and transformation, its
rapid adoption also increases the risk of fragmentation across digital ecosystems.
Fragmentation occurs when technologies, data structures, governance mechanisms,
or organizational practices evolve independently without sufficient coordination or
standardization.

Incompatibility Between Al Systems and Existing Infrastructures

Many Al applications are developed independently of existing enterprise archi-
tectures and information systems. As a result, organizations frequently encounter
integration challenges when attempting to embed Al capabilities into established
infrastructures. Differences in data formats, metadata schemas, APIs, and gover-
nance models may create interoperability barriers that limit the effectiveness of Al
deployments.

In scientific environments, incompatibilities between Al tools and CRIS can
undermine data quality, reproducibility, and traceability. Without standardized in-
tegration approaches, Al systems may create isolated information silos that reduce
transparency and hinder collaboration across institutions.

Vendor Lock-In and Isolated Al Ecosystems

A significant challenge associated with contemporary Al adoption is the growing
dependence on proprietary platforms and cloud-based Al services. Many organizations
rely on commercial Al providers that offer powerful capabilities but operate within
closed technological ecosystems. Such dependencies may create vendor lock-in
situations in which organizations face high switching costs and limited flexibility
regarding future technology choices.

Vendor lock-in also affects governance and transparency because proprietary Al
systems often restrict access to model architectures, training data, and decision-making
processes. These limitations may hinder independent auditing, explainability, and
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regulatory compliance efforts. Consequently, organizations increasingly seek open
standards and interoperable architectures to reduce dependency risks and maintain
technological sovereignty.

Challenges for Interoperability and Sustainability

Long-term sustainability of Al-enhanced ecosystems depends on interoperability
across technical, organizational, and regulatory dimensions. However, the rapid pace
of Al innovation often outpaces standardization processes, creating gaps between
emerging technologies and existing governance frameworks.

Addressing these challenges requires a proactive standardization strategy that pro-
motes interoperability-by-design, governance-by-design, and provenance-by-design
principles. Such approaches ensure that Al systems remain compatible with existing
infrastructures while supporting transparency, accountability, and sustainable digital
transformation. Rather than allowing Al to create isolated technological ecosystems,
organizations should integrate Al within broader standards-based frameworks that
preserve trust, interoperability, and long-term resilience.

The challenge, therefore, is not the absence of standards themselves but the lack
of an integrated architectural perspective that explains how existing standards can
jointly support Al adoption across organizational and scientific infrastructures. The
following section introduces the proposed layered integration framework, which
operationalizes this architectural perspective.

These fragmentation risks demonstrate that standards must be translated into
concrete architectural relationships. Section 3 therefore examines how Al can function
as an extension layer within established information infrastructures.

3. INTEGRATING Al INTO EXISTING STANDARDS

The increasing adoption of Al across organizations and research institutions has
raised fundamental questions regarding its relationship with existing information
infrastructures. Although Al is often portrayed as a disruptive technology capable
of replacing established systems and processes, practical implementation scenarios
reveal a different reality. Organizations typically introduce Al into mature socio-
technical environments comprising enterprise systems, CRIS, digital repositories,
data warehouses, established governance structures, and standardized workflows.
These infrastructures represent substantial organizational investments, support
mission-critical processes, and are embedded within regulatory and operational
frameworks that have evolved over many years. Consequently, the primary chal-
lenge is not to replace existing infrastructures but to integrate Al capabilities into
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them without compromising their stability, interoperability, or governance. For this
reason, recent research increasingly emphasizes Al augmentation rather than Al
substitution (Dellermann et al., 2019).

From an augmentation perspective, Al contributes additional analytical and
decision-support capabilities without fundamentally altering the underlying infra-
structure. Machine learning models may enhance information retrieval, support
predictive analyses, automate metadata generation, or identify hidden patterns
in complex datasets. However, the surrounding information systems continue to
provide the operational and governance framework within which these capabilities
are deployed. In this sense, Al functions as an additional layer of intelligence that
complements existing systems rather than replacing them. For example, a university
does not replace its CRIS with an LLM. Instead, an Al service is connected via
standardized APIs to enrich publication metadata by suggesting keywords, research
topics, or links to persistent identifiers. Existing CERIF structure, identifiers such as
DOI and ORCID, and established governance processes remain unchanged, while
Al provides recommendations that can be reviewed and validated before being
incorporated into the system.

3.1 Positioning the Proposed Framework

The proposed framework is positioned between general Al governance and
domain-specific information architecture. It does not introduce a new legal, ethi-
cal, or technical standard. Instead, it provides an integration model for combining
existing instruments in operational environments.

ISO/IEC 42001 contributes organizational management requirements. The NIST
AIRMEF contributes lifecycle-oriented risk management. The EU Al Act contributes
legal and risk-based obligations. FAIR, Dublin Core, DataCite, CERIF, and W3C
PROV contribute requirements for data stewardship, metadata interoperability, re-
search information exchange, and traceability. The proposed framework connects
these dimensions through a four-part architecture:

standards-based data and metadata foundations;
established operational information systems;

Al-based augmentation services; and

governance, human oversight, and evidence mechanisms.

il NS

This architecture is particularly relevant where Al outputs must be incorporated
into controlled information systems rather than used as standalone content. In a
CRIS, for example, an Al-generated classification is not merely a model output. It
becomes a candidate institutional record that must be linked to a source, aligned
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with a metadata schema, reviewed by a responsible person, and documented for
later verification.

3.2 Al as an Extension Rather Than a Replacement

Alintegration should therefore be understood as an evolutionary process in which
new computational capabilities are added to existing standards-based infrastructures.
This perspective is particularly important in domains where reliability, traceability,
and institutional accountability are central requirements. In research institutions,
public administrations, healthcare organizations, and regulated industries, digital
infrastructures are not merely technical systems. They are socio-technical arrange-
ments that connect data, people, processes, standards, and governance mechanisms.

Preserving Existing Infrastructures

Replacing these infrastructures with fully Al-driven alternatives would risk
weakening established mechanisms of control, validation, and accountability. By
contrast, an extension-oriented approach allows organizations to benefit from Al
while preserving the stability of existing systems. Al can support the automation
of repetitive processes, the enrichment of metadata, the identification of semantic
relationships, the generation of analytical insights, and the improvement of decision
support. However, these capabilities should remain embedded within established
data models, workflows, and governance structures.

Figure 1 illustrates this layered integration approach. The framework positions Al
between existing information systems and governance structures while maintaining
the foundational role of data and metadata standards. Such an architecture reflects
the observation that Al systems depend heavily on standardized data resources,
interoperable infrastructures, and clearly defined governance mechanisms. Without
these foundations, the benefits of Al cannot be realized in a reliable and sustainable
manner.
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Figure 1. Layered framework for integrating Al into existing standards-based ecosys-
tems. Data and metadata standards provide the semantic and technical foundation.
Existing information systems remain the operational core. Al services are introduced
as modular augmentation components, while governance, compliance, and human
oversight control their use and validate their outputs.

GOVERNANCE & COMPLIANCE FRAMEWORKS
Guiding Principles Aligned with International Standards

9, &8 E m &

Responsible Al Risk Management Accountability & Regulatory Privacy &
& Ethics Transparency Compliance
Faimess, Nondiscrimination, Kdentify, Assess, Explainability, Traceabifty, Laws, Standards,
Benaficanca Mitigate, Monitor Audstability Policies

Al CAPABILITIES LAYER HUMAMN OVERSIGHT
Al Functions Integrated into Existing Ecosystems & CONTROL

o @ a2 }i‘ 88

Predictive ive Al i Decision Hatural Language Knowledge
Analytics (LLMs, GenAl) Systems Suppoart Processing Discovery

i
@ Human-in-the-Locp

Forecesting, Pattem Content Generation, Persanalization, Data-driven Understanding, Knawledge Graghs, s
Rscognition, Insights Summarization, Ranking, Suggestions Decisions, What-if Extraction, Translation, Semantic Search, @ Export Validation
Autorration Anslysis Classification Discowery ® Ethicel Raview
1 i @ Monitoring & Feodback

@ Final Decision
EXISTING INFORMATION SYSTEMS (CORE INFRASTRUCTURE)
Trusiad Data and Cparational Systems

- =
= O = — - ()
= ] = pe
cris ERP Systems Data Warshousss Dosument & Content Entarprisa Cloud B Hybrid KEY BENEFITS
Rasach Infarmation Saneational Procascas, Insagg atadt Diata, Rerisiorien Aogcatiohs Eironoeix |
Firsron, Analytics, Raporting Danumants, Palicies, Busrwrs Apolisstions. Seolnbie, Securs, -
Knoatedga Acacts & Sarvcas Flashi ifrastnuctins 3 sty iR
@ Scamless Integration
t = & Interoparakility & Standards
DATA & METADATA_SSTAN DA_RDS {FOUNDATICN) @ Scalable & Future-Ready
intoroperability, Reusability, and Trust
o8 oyt J
CERIF FAIR 283 Bublin Core A DataCite WEC PROV i @ Transparency & Accountability |
oy e Fam Oata e a wiztadata Schama e Standards Provenarce Corfraled - -
Sy Prnciaks for Fessarch Data HIML FCF, J50N-LD) Daa ol Nocabulsriet &

Figure 1 should be read from bottom to top. The foundation layer contains
the standards and identifiers that structure and connect data, including CERIF,
FAIR, Dublin Core, DataCite, W3C standards, provenance models, and controlled
vocabularies. The second layer consists of the existing operational systems in
which institutional records and workflows are maintained. These systems remain
authoritative. The third layer contains modular Al capabilities such as metadata
enrichment, predictive analytics, natural language processing, recommendation
systems, and generative Al. These services access information through controlled
interfaces and return suggestions, classifications, summaries, or analytical results.
They do not automatically replace authoritative records. The upper layer defines
governance and compliance requirements. It defines organizational responsibilities,
regulatory controls, and the human validation points through which Al-generated
outputs become authoritative institutional records.

Importantly, the layered representation should not be interpreted as implying that
standards and governance operate only at individual architectural levels. While data
and metadata standards such as CERIF, Dublin Core, DataCite, and W3C PROV
provide the semantic and technical foundation, governance and compliance require-
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ments operate across the architecture. They guide the integration and operation of
Al capabilities, existing information systems, and their interactions, while human
oversight provides an additional control mechanism for consequential Al-supported
processes.

For example, consider Al-supported metadata enrichment in a CRIS. A pub-
lication record stored in the existing CRIS is structured according to established
metadata standards and linked to persistent identifiers such as DOI and ORCID. An
Al service analyzes the publication and proposes additional keywords or research
classifications. These suggestions are returned to the CRIS through a controlled
interface and remain identifiable as Al-generated candidates. Depending on the
applicable governance rules, human validation may be required before the en-
riched metadata becomes part of the authoritative institutional record. Provenance
information documents the source data, generated suggestion, validation step, and
responsible actor. This example illustrates how the architectural layers interact in a
concrete research information management process.

Human-Centered and Standards-Aligned Al Integration

This layered perspective aligns with current approaches to human-centered
Al, which emphasize maintaining human control, accountability, and institutional
responsibility in Al-supported environments (Shneiderman, 2022). Al is therefore
understood as an evolutionary capability that expands the potential of established
information infrastructures rather than as a disruptive replacement mechanism. By
preserving interoperability, governance, and evidential integrity, the framework
supports the sustainable integration of Al into complex institutional contexts.

3.3 Compatibility with Existing Protocols and Architectures

The integration of Al into existing standards also depends on the technical com-
patibility between Al components and established information architectures. Many
organizations operate complex environments consisting of legacy systems, databases,
repositories, enterprise platforms, APIs, and domain-specific applications. These
systems frequently use different data models, exchange formats, authentication
mechanisms, and communication protocols. As a result, Al integration cannot be
reduced to the deployment of a model or algorithm. It requires careful architectural
design that enables Al services to interact with existing infrastructures without
creating additional fragmentation.
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Legacy Systems and Al Integration

Legacy systems represent a particular challenge in this context. Although they
may be technically outdated, they often remain essential for organizational oper-
ations because they store critical data, support established workflows, and reflect
institutional knowledge accumulated over many years. Replacing them is rarely
feasible in the short term. Therefore, Al integration often requires intermediary
layers that connect legacy infrastructures with modern Al services. These may
include APIs, middleware, data pipelines, semantic mapping tools, and modular
service architectures.

APIs, Interoperability Layers, and Modular Architectures

APIs play a central role in this process because they provide standardized inter-
faces through which Al systems can access data, exchange information, and return
analytical results. Well-designed APIs reduce dependency between system com-
ponents and allow organizations to introduce Al services incrementally. Instead of
directly modifying core systems, organizations can expose selected functionalities
or datasets through controlled interfaces. This supports modularity, maintainability,
and security while reducing the risk of disrupting existing operations. For example,
an institutional repository may expose publication metadata through a REST APIL.
An Al service retrieves these records, performs tasks such as entity resolution and
keyword extraction, and returns enriched metadata to the repository through the
same standardized interface. The repository itself remains unchanged, while Al
capabilities are added as a loosely coupled service. This architecture preserves in-
teroperability, facilitates incremental adoption, and minimizes the risks associated
with modifying existing systems.

Interoperability layers further support Al integration by translating between
different data formats, harmonizing metadata structures, and coordinating inter-
actions between heterogeneous systems. Such layers are particularly important in
multi-system environments where Al applications must process data from various
sources. Without interoperability mechanisms, Al systems may operate on incon-
sistent or incomplete information, which can negatively affect model performance,
reliability, and trustworthiness.

Semantic Interoperability and Metadata Harmonization
Semantic interoperability is especially important for standards-compliant Al

integration. Technical connectivity alone does not guarantee that systems interpret
data in the same way. For example, different systems may use different labels,
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classifications, identifiers, or metadata structures for the same concept. In CRIS,
this problem is particularly relevant because publications, projects, researchers,
organizations, grants, and research outputs are often represented across multiple
platforms and databases. Semantic harmonization helps ensure that these entities
can be interpreted consistently across systems.

Metadata standards, ontologies, controlled vocabularies, persistent identifiers,
and knowledge graphs provide important mechanisms for achieving semantic in-
teroperability. In research environments, standards such as CERIF, Dublin Core,
DataCite, ORCID, ROR (Research Organization Registry, n.d.), and FAIR principles
contribute to the structured representation of scholarly information (Zendulkova et
al., 2025). These standards enable Al systems to process research information in
a more reliable and transparent manner. For example, Al-supported metadata en-
richment can only be effective if the underlying metadata structures are sufficiently
consistent and machine-interpretable.

Knowledge graphs are increasingly relevant in this context because they allow
heterogeneous information sources to be connected through explicit semantic rela-
tionships. By representing entities and relationships in a structured form, knowledge
graphs can support Al applications in information retrieval, recommendation, re-
search analytics, and explainable decision support. They also contribute to trans-
parency because the relationships used by Al systems can be inspected, validated,
and documented.

From an architectural perspective, compatibility with existing protocols and
standards requires modular and layered integration. Al services should not be
embedded as isolated or opaque components, but connected through transpar-
ent interfaces, documented data flows, and standardized metadata structures.
Such an approach enables organizations to combine innovation with continuity. It
allows Al to enhance existing infrastructures while maintaining interoperability,
governance, and long-term sustainability.

MLOps and Versioning

Technical compatibility must also extend beyond data exchange to the operational
lifecycle of Al models. Institutions should maintain versioned records of datasets,
model configurations, code, evaluation results, and deployment environments. A
model update should be treated as a controlled system change rather than as a routine
software patch, particularly when the model influences metadata, classifications,
recommendations, or institutional reports. Model registries, reproducible pipelines,
approval gates, rollback mechanisms, and post-deployment monitoring therefore
form part of standards-compliant integration (Sculley et al., 2015).
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3.4 Generative Al and the Provenance Gap

Generative Al introduces additional challenges for standardization because its
outputs are dynamic, probabilistic, and context-dependent. Traditional information
systems usually operate according to deterministic rules: given the same input and
system configuration, they are expected to produce the same output. Generative Al
systems, especially large language models, do not follow this logic. Their outputs
depend on model architecture, training data, prompts, system instructions, decoding
parameters, retrieval contexts, and model versions. As a result, identical or similar
inputs may produce different outputs under different conditions.

Dynamic and Probabilistic Outputs

This probabilistic behavior complicates traditional approaches to validation,
reproducibility, and quality assurance. In standards-based environments, system out-
puts must often be verifiable, auditable, and reproducible. Generative Al challenges
these assumptions because the generated content may vary and may not always be
directly traceable to a specific source. This becomes particularly problematic in
scientific, administrative, and regulatory contexts where decisions must be justified
and documented.

Explainability and Reproducibility Issues

A central challenge is explainability. Many generative Al models operate as
complex systems whose internal reasoning processes cannot be easily inspected.
Although they may produce fluent and convincing outputs, these outputs do not
necessarily reflect factual accuracy, methodological validity, or transparent rea-
soning. This creates risks for organizations that rely on Al-generated summaries,
recommendations, classifications, or evaluations. Explainability mechanisms are
therefore necessary to clarify how outputs are generated, which data sources were
used, and what limitations or uncertainties are associated with the result.

Reproducibility is another major challenge. In scientific contexts, reproducibility
is a core methodological principle. However, generative Al systems complicate
reproducibility because outputs may be influenced by changing model versions,
stochastic generation processes, updated training data, and external retrieval mech-
anisms. Even when prompts are documented, the same system may not always
generate identical outputs. Therefore, standards for generative Al should not only
focus on reproducing exact outputs, but also on documenting the conditions under
which outputs were produced.

52



This requires systematic provenance documentation. Relevant information may
include the model version, prompt, system instructions, input data, retrieval sources,
parameters, date of generation, human modifications, and validation steps. Such
documentation enables contextual reproducibility, meaning that the conditions of
generation can be reconstructed even if the exact output cannot be reproduced. This
approach connects directly to provenance-by-design and auditability principles
discussed in Section 4.3.

Managing Uncertainty and Model Drift

Generative Al also creates risks related to hallucinations and misinformation.
Al-generated outputs may include plausible but incorrect statements, fabricated
references, or misleading interpretations. These risks are particularly serious in
research environments, where inaccurate metadata, incorrect citations, or distorted
summaries may affect scholarly evaluation and decision-making. Standards-compliant
Al integration therefore requires validation mechanisms that combine automated
checks with human oversight.

Model drift and uncertainty further complicate standardization. Al systems may
change over time as models are updated, retrained, fine-tuned, or connected to new
data sources. This means that the behavior of an Al system cannot be treated as
fixed. Continuous monitoring is required to detect changes in performance, bias,
reliability, or output quality. In this sense, Al standardization cannot be limited to
initial system certification. It must include lifecycle governance, continuous eval-
uation, and periodic reassessment.

Managing these challenges requires standards-aligned governance practices
tailored to generative Al. These include prompt and model-version documentation,
source verification, output validation, audit trails, continuous monitoring, human
review, and clearly assigned responsibility for the acceptance or rejection of gen-
erated content.

A concrete CRIS-related example illustrates this risk. An LLM used for meta-
data enrichment may generate a plausible project title, funding relationship, author
affiliation, or publication reference that is not present in the source record. If the
generated value is written directly into the CRIS, the error can propagate into insti-
tutional reports, researcher profiles, funding statistics, and external data exports. The
problem is therefore not limited to an incorrect answer displayed in a conversational
interface. It can become a persistent institutional metadata error.

A standards-compliant workflow would require the generated value to remain
marked as an Al suggestion, linked to its source documents, accompanied by the
model and prompt version, and validated before it is accepted as an authoritative
record.

53



Documented cases in scholarly communication demonstrate that generative sys-
tems may fabricate references, attribute incorrect bibliographic details, or produce
unsupported summaries. Such errors are especially consequential when generated
information is transferred into persistent scholarly records or used in research evalu-
ation. These incidents reinforce the need for source-linked generation, bibliographic
verification, and human approval before Al-generated information is incorporated
into CRIS or publication workflows (Walters & Wilder, 2023).

Overall, generative Al does not eliminate the need for standards; rather, itincreas-
es their importance. The more dynamic and probabilistic Al systems become, the
more organizations require structured mechanisms for documentation, validation,
interoperability, and governance. Standards provide the necessary foundation for
ensuring that generative Al can be integrated into existing infrastructures without
undermining reliability, transparency, or accountability.

The integration of Al into standards-based environments therefore extends
beyond technical interoperability and system architecture. As Al systems become
increasingly data-driven and adaptive, questions of data quality, governance, and
traceability become central prerequisites for trustworthy and standards-compliant
deployment. These aspects are examined in the following section.

4. DATA QUALITY, GOVERNANCE, AND PROVENANCE

Building on the layered integration framework introduced in Section 3, this section
operationalizes the three architectural control mechanisms: data quality, governance,
and provenance. Together, they provide the technical and organizational evidence
required to verify Al-supported processes throughout the lifecycle.
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Figure 2. Relationship between Data Quality, Governance, and Provenance in
Trustworthy Al Ecosystems.

%E, Al SYSTEMS
ML Models - LLMs = Analytics -
Decision Support
Reliable, Transparent

and Responsible Al

-
DATA QUALITY
o

DATA SOURCES 9 GOVERNANCE STAKEHOLDERS

Governance defines

[ - : :W“TC‘Y quality requirements + Accountability AIII Regulators
] Cuml:.\ eteness « Transparency S
——| - Consistency :
E Dacuments + validity < E:hmpl';”:% ﬂ Organizations
+ Ethics & Fairness
* Reliability Quality informs - HuifaiCversight
Sensars § . overnance decisions

() & ?fzpnzsenlatwenesg E e e a Users

y R'Te e + Policies & Standards
s@s Human * Relevance (7
f@md Contributions L T

@ PROVENANCE
- Data Origins

+ Data Transformations

+ Model Lineage

« Process History

+ Audit Trails
+ Traceability

Provenance enables
assessment and
continuous improvement
of data quality

Provenance provides

evidence for compliance,

accountability and
transparency

=———p Enables / Supports

TRUSTWORTHY Al ECOSYSTEM —— Documents / Traces
Reliability « Accountability « Transparency «

’ " m—p Provides Input
Ethical Use » Sustainable Value

Source: Author's own illustration.

Figure 2 illustrates the interdependent relationship between data quality, gover-
nance, and provenance within Al-driven ecosystems. While data quality determines
the reliability of inputs and outputs, governance establishes accountability and
oversight mechanisms. Provenance acts as the connecting layer that documents
data origins, transformations, and model processes, thereby enabling transparency,
auditability, and trust. Together, these dimensions contribute to the development of
trustworthy and standards-compliant Al systems.

4.1 Data Quality in Al-Driven Systems

Data quality constitutes a foundational requirement for reliable Al systems and
directly influences the performance, robustness, fairness, and trustworthiness of
machine learning models. In contrast to traditional data management environments,
Al-driven systems do not treat data quality as a static attribute of datasets but as a
dynamic property emerging from continuously evolving data pipelines, feedback
loops, and deployment contexts.
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Accuracy, Consistency, Completeness, and Reliability

Classical dimensions of data quality include accuracy, consistency, completeness,
validity, and reliability (Ehrlinger and W63, 2022). In Al-centric environments, these
dimensions must be extended by additional aspects such as representativeness, tem-
poral relevance, and distributional stability. These extensions are necessary because
ML-systems are highly sensitive to shifts in input distributions, noisy annotations,
and structural biases embedded in large-scale heterogeneous datasets (Sambasivan
etal., 2021).

Data-quality problems propagate throughout the Al lifecycle. Errors introduced
during data collection, labeling, preprocessing, or integration may be amplified
during model training and inference, resulting in systematic distortions in downstream
outputs. This effect is particularly pronounced in distributed Al environments where
data pipelines span multiple organizational actors and technical systems.

Bias Propagation and Hallucinations

In addition to these classical challenges, Al systems are increasingly affected by
data-centric failure modes such as dataset shift, label noise accumulation, feedback
loops, and contamination of training corpora through synthetic or model-generated
data. In generative Al systems, these issues may also contribute to hallucination
phenomena, where model outputs are not grounded in the underlying data distribution
or reliable factual source. These dynamics may lead to recursive degradation effects
when Al-generated content is reintegrated into training datasets without sufficient
validation mechanisms.

Data Validation Mechanisms

To address these challenges, contemporary Al engineering increasingly relies
on structured data quality assurance practices. These include automated validation
pipelines, dataset versioning and lineage tracking, continuous monitoring of data
distributions, anomaly detection mechanisms, human-in-the-loop validation, and
benchmarking against reference datasets or established gold standards. These mech-
anisms reflect a broader shift toward data-centric Al, in which improvements in data
quality are recognized as a primary driver of system performance (Zha et al., 2023).

Interoperability-by-Design

Interoperability-by-design requires that data structures, metadata models, identi-
fiers, and exchange mechanisms are considered during system architecture develop-
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ment rather than addressed retrospectively. In research information infrastructures,
this principle enables heterogeneous systems to exchange and interpret information
consistently through shared semantic models and established standards.

Beyond technical connectivity, interoperability-by-design contributes directly to
dataquality by preserving semantic consistency, contextual meaning, and traceability
across distributed information environments. Standards and controlled vocabularies
support this approach by providing common structures for representing, exchanging,
and interpreting research information. In Al-driven systems, such foundations are
essential because model performance and reliability depend not only on the volume
of available data but also on the consistency and interpretability of the underlying
information.

Data Observability and Continuous Monitoring

Recent developments in data-centric Al increasingly emphasize the concept of
data observability (Kumar et al., 2024). Unlike traditional data quality management,
which primarily assesses static dataset characteristics, data observability continuous-
ly monitors data pipelines, schema changes, distribution shifts, and data freshness
across operational environments. This enables the early detection of anomalies,
pipeline failures, and concept drift before they affect Al model performance, making
data observability an important complement to traditional data quality assurance.

This systemic nature of data quality provides the conceptual basis for governance
and provenance mechanisms, which extend data quality management by introduc-
ing organizational accountability and traceable evidence across the Al lifecycle.
These mechanisms complement the architectural integration principles introduced
in Section 3.

4.2 Governance Frameworks for Responsible Al

Within the proposed framework, governance operationalizes the organizational
control layer by assigning responsibilities, defining decision authority, and es-
tablishing continuous oversight across the Al lifecycle. In contrast to traditional
IT governance, Al governance must address additional complexity introduced by
probabilistic system behavior, model opacity, continuous learning processes, and
dynamically evolving data environments (OECD, 2019).

Accountability and Transparency

Accountability refers to the ability to trace Al-supported decisions back to re-
sponsible actors, data sources, and system configurations. Transparency refers to
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the capacity to inspect and understand system behavior across different levels of
abstraction. Al governance can be understood as a multi-layered structure comprising
technical, organizational, regulatory, and ethical dimensions that jointly shape the
operation of Al systems within digital ecosystems.

Governance operates across multiple layers that translate these principles into
concrete mechanisms: technical governance addresses system-level controls, while
organizational governance establishes responsibilities and decision structures.

Technical governance refers to mechanisms embedded within Al infrastructures
that ensure observability and controllability of system behavior. This includes model
versioning, logging infrastructures, audit trails, explainability tools, monitoring
systems, and reproducibility mechanisms. These elements enable post-hoc analysis
of system decisions and support transparency at the technical level.

Organizational governance defines roles, responsibilities, and accountability
structures within institutions deploying AI systems. This includes governance
boards, data stewardship functions, model risk management teams, and formalized
accountability frameworks. Such structures ensure that Al systems are embedded
within clearly defined decision-making and oversight processes rather than operating
as isolated technical artifacts.

These internal governance structures must operate within a broader ecosystem
of regulatory, ethical, and normative expectations that shape how Al systems are
designed, deployed, and monitored.

Regulatory and Ethical Al Governance

Regulatory governance encompasses external legal and normative frameworks
such as the EU Al Act, GDPR, and ISO/IEC Al management standards. These
frameworks introduce risk-based classifications for Al systems and define require-
ments related to transparency, documentation, and human oversight (European
Commission, 2024).

Ethical governance addresses normative dimensions that extend beyond legal com-
pliance. Itincludes principles such as fairness, non-discrimination, harm prevention,
safety, and broader societal and environmental considerations. Ethical governance
ensures that Al systems remain aligned not only with regulatory requirements but
also with societal values and expectations (Floridi et al., 2018).

Lifecycle-Oriented Governance
Al governance should not be understood as a one-time compliance activity

limited to system deployment. Instead, governance mechanisms must accompany
the entire Al lifecycle, including design, development, validation, deployment,
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monitoring, maintenance, and retirement phases. Each stage introduces distinct risks
and governance requirements that must be addressed through appropriate controls
and oversight mechanisms.

Lifecycle-oriented governance approaches have become increasingly important in
response to the adaptive and evolving nature of Al systems. Frameworks such as the
NIST AI Risk Management Framework and ISO/IEC 42001 emphasize continuous
monitoring, periodic reassessment, and ongoing risk management throughout the
operational lifetime of Al systems.

Governance-by-Design

Governance-by-design extends lifecycle-oriented Al governance by embedding
accountability, oversight, risk management, and compliance requirements directly into
Al-enabled workflows and system architectures. Rather than treating governance as
an external control layer applied after system development, this approach considers
governance capabilities as inherent properties of responsible Al infrastructures.

In practice, governance-by-design requires that roles, decision authorities, mon-
itoring mechanisms, documentation requirements, and human validation points are
defined during the design and implementation phases of Al systems. This enables
organizations to operationalize regulatory and ethical requirements while maintaining
continuous oversight throughout the Al lifecycle. This governance layer corresponds
to the upper architectural layer presented in Figure 1 (Section 3.2).

Compliance and Regulatory Considerations

Across all governance dimensions, accountability and transparency represent
core principles. However, the effectiveness of governance frameworks depends crit-
ically on the availability of structured traceability information. Without systematic
documentation of data origins, transformations, and model processes, governance
remains partially declarative and limited in its ability to enforce compliance. This
dependency establishes the conceptual transition toward provenance as an enabling
layer that connects data quality and governance through verifiable system-level
evidence.

Privacy-by-Design
Privacy requirements should be addressed before data are transferred to an Al
component. In CRIS environments, records may contain personal data relating to

researchers, reviewers, applicants, project partners, or research participants. Al
integration should therefore apply purpose limitation, data minimization, role-
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based access control, retention rules, and documented legal bases. Where possible,
institutions should separate publicly available research metadata from confidential
administrative records and avoid sending unnecessary personal information to ex-
ternal model providers. Privacy impact assessments should also examine whether
prompts, logs, embeddings, or generated outputs may reveal personal or sensitive
information.

Environmental Sustainability

Governance decisions should also consider the environmental effects of Al
deployment. Large-scale training and repeated inference may require substantial
computing resources, while smaller domain-specific models, retrieval-based systems,
caching, and task-specific pipelines may provide sufficient performance at lower
computational cost. Institutions should therefore include resource consumption,
model size, expected usage frequency, hosting location, and reuse of existing services
in technology assessments. Environmental considerations should be treated as part
of system proportionality: the computational intensity of an Al solution should be
justified by the importance and expected benefit of the use case (Strubell et al., 2020).

Multilingual and Linguistic Bias

Research information infrastructures operate across languages, countries, and
disciplinary cultures. Al models trained predominantly on English-language resources
may perform less reliably when classifying publications, extracting entities, gen-
erating summaries, or matching research topics in other languages (Blodgett et al.,
2020). Linguistic bias may therefore affect metadata quality, researcher visibility,
and evaluation outcomes. CRIS operators should test model performance across
the languages represented in their institution, preserve original-language metadata,
document translation processes, and involve domain experts when multilingual
outputs influence reporting or assessment.

4.3 Provenance as a Core Principle

Within the proposed framework, provenance provides the evidential founda-
tion that enables governance decisions to be verified. Rather than functioning as
an isolated documentation mechanism, provenance connects data, models, users,
and institutional decisions through traceable evidence. Rather than being limited
to the documentation of dataset origins, provenance increasingly encompasses the
full lifecycle of data, models, system configurations, prompts, and outputs within
complex Al pipelines.
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Tracking Data Origins and Transformations

Conceptually, provenance refers to structured information describing the cre-
ation, transformation, movement, and use of digital artifacts across computational
systems. It captures relationships between entities, activities, and agents involved
in data and model processing, thereby enabling the reconstruction of system be-
havior beyond traditional logging approaches (Herschel et al., 2017). In Al-driven
contexts, this extends toward supporting transparency and auditability in end-to-end
machine learning and generative Al pipelines, where system behavior must often be
reconstructed post hoc rather than deterministically reproduced (Zha et al., 2023).

A clear distinction can be made between data provenance and data lineage. While
(data) provenance focuses on the origin and transformation history of datasets, data
lineage emphasizes data flow and dependencies within engineering pipelines. Beyond
this distinction, provenance in Al systems also includes information about model
training procedures, hyperparameters, evaluation processes, prompt engineering
strategies, and inference-time configurations, which are particularly relevant in
generative Al systems (Zha et al., 2023).

Provenance in Al Pipelines and Model Outputs

In Al-driven infrastructures, provenance operates across multiple interconnected
layers, including the data layer (dataset origin, preprocessing, labeling, versioning),
the model layer (training procedures, hyperparameters, evaluation metrics), the in-
teraction layer (prompts, system instructions, retrieval contexts, supporting system
components), and the output layer (linking generated results to contributing data
and model components). This multi-layered structure is essential because genera-
tive models do not produce deterministic outputs but operate in probabilistic and
context-dependent ways.

Model updates, stochastic decoding processes, retrieval-augmented architectures,
and dynamic system configurations introduce variability that limits strict reproduc-
ibility. This challenge has been conceptualized as a provenance gap, referring to the
limitations of traditional traceability approaches in fully reconstructing generative
model behavior (Ahmed et al., 2026).

In a CRIS-based workflow, the provenance gap appears when an Al-generated
record cannot be linked unambiguously to the evidence that supported it. For exam-
ple, a generated project classification may depend simultaneously on a publication
abstract, a project description, retrieved external documents, a prompt template, and
aproprietary model version. A conventional database log may record only that a field
was changed, but not why the model proposed the value or which retrieved sources
influenced the result. Closing this gap requires provenance records that connect
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source entities, retrieval activities, model configurations, generated suggestions,
human review, and the final accepted CRIS record.

In such environments, provenance does not aim to guarantee identical reproduc-
tion of outputs but instead enables traceable reconstruction of the conditions under
which outputs were generated. This shift from deterministic reproducibility toward
contextual reproducibility is a defining characteristic of modern Al systems.

Reproducibility and Traceability in Complex Systems

From a governance perspective, provenance provides the evidential foundation
required for accountability, auditability, and compliance. It enables organizations to
trace system behavior across interconnected layers of data, models, and processes,
thereby transforming governance principles into verifiable mechanisms. Recent re-
search highlights the importance of provenance-based audit trails for accountability
in large language model systems (Ojewale et al., 2026).

In scientific and research infrastructures, provenance is essential for ensuring
methodological transparency and reproducibility of computational workflows.
Standardization initiatives such as the W3C PROV model formalize provenance as
a machine-readable representation of entities, activities, and agents, enabling in-
teroperability across systems and domains (W3C Working Group, 2013). However,
Al-driven environments require extended provenance models capable of capturing
model evolution, prompt histories, and dynamic system configurations (Schlegel
et al., 2025).

A key architectural principle is provenance-by-design, in which traceability
mechanisms are embedded directly into system architectures rather than added
retrospectively. This includes automated logging of data transformations, structured
recording of model training and inference processes, and embedding provenance
metadata into APIs and Al system interfaces. Recent MLOps research confirms that
such embedded provenance systems significantly improve debugging, auditability,
and compliance readiness in machine learning pipelines (Schlegel et al., 2025).

Ultimately, provenance constitutes the connective infrastructure between data
quality and governance. While data quality ensures input reliability and governance
defines system control structures, provenance provides the evidential layer that
enables continuous verification of both. In this sense, provenance functions as a
core mechanism for ensuring trustworthy, interoperable, and standards-compliant
Al systems across digital and scientific ecosystems.
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Provenance-by-Design

Together, interoperability-by-design, governance-by-design, privacy-by-design,
and provenance-by-design represent complementary architectural principles for
trustworthy Alintegration. A promising approach for operationalizing provenance in
Al-driven environments is the concept of provenance-by-design (Miles et al., 2011,
Moreau et al., 2023). Similar to privacy-by-design (Cavoukian, 2009) and security-
by-design (Howard & Lipner, 2006) principles, provenance-by-design advocates the
systematic integration of traceability mechanisms into system architectures from
the earliest stages of development.

This approach includes automated recording of data transformations, model
training activities, inference processes, prompt interactions, and system configuration
changes. By embedding provenance mechanisms directly into Al infrastructures,
organizations can improve auditability, reproducibility, regulatory compliance, and
long-term maintainability. Provenance-by-design therefore represents a practical
strategy for translating transparency and accountability requirements into operational
system capabilities (Waltersdorfer et al., 2025).

In research and scientific infrastructures, these mechanisms become particularly
critical, as Al-generated outputs increasingly influence scholarly communication,
evaluation, and knowledge production processes. The application of these principles
in research environments is discussed in Section 5.

5. Al INTEGRATION IN RESEARCH AND
SCIENTIFIC INFRASTRUCTURES

5.1 Al in CRIS and Scholarly Ecosystems

The integration of Al into CRIS and the broader scholarly ecosystem represents
one of the most significant developments in the digital transformation of research
management. Throughout this section, the term CRIS is used following the termi-
nology established by the international euroCRIS community. Consistent with the
layered integration framework introduced in Section 3, research institutions increas-
ingly integrate Al into existing CRIS while preserving established infrastructures,
governance mechanisms, and information standards. Within this architecture, Al
provides analytical services such as metadata enrichment, entity resolution, and
decision support without changing the authoritative role of the CRIS.

63



Al-Supported CRIS Environments

Contemporary CRIS environments are built upon mature standards and interop-
erability frameworks such as CERIF, Dublin Core, ORCID, ROR, DataCite, and
DOI-based identification systems. These standards provide the structural foundation
for the exchange and management of research information across institutions and
national research ecosystems. Within the layered integration framework, Al ser-
vices support metadata generation, entity resolution, classification, and semantic
enrichment while remaining compatible with established standards and workflows.

For example, after a publication has been imported from Crossref, an NLP
model extracts research topics, identifies and links authors to their ORCID iden-
tifiers, proposes CERIF classifications, and suggests additional keywords based
on the publication content. Rather than updating the CRIS automatically, these
recommendations are presented to a research information manager or librarian for
review before they are incorporated into the system. This workflow illustrates how
Al can enhance metadata quality while preserving existing standards, governance
processes, and human oversight.

Metadata Enrichment and Research Analytics

A key application area is metadata enrichment. CRIS increasingly manage large
volumes of heterogeneous data including publications, project descriptions, research
datasets, funding records, and institutional repositories. Natural language processing
and machine learning methods enable the automatic extraction of keywords, topics,
research domains, and inter-entity relationships. By linking generated metadata to
controlled vocabularies and domain ontologies, such as ACM CCS (Association for
Computing Machinery, n.d.), MeSH, or discipline-specific taxonomies, Al-generated
metadata contribute to improved discoverability and interoperability of research
outputs. The enriched information can be integrated into existing CERIF- or Dublin
Core-based infrastructures while maintaining structural consistency.

Beyond metadata processing, Al contributes to research analytics and knowledge
discovery. Machine learning and graph-based analytical approaches support the
identification of collaboration networks, emerging research topics, funding patterns,
and interdisciplinary connections that are difficult to detect through traditional meth-
ods. Knowledge graphs based on RDF, OWL, and linked-data principles provide a
suitable foundation for integrating Al-generated insights into scholarly ecosystems.
By combining structured metadata with semantic relationships, these approaches
support the FAIR principles, particularly regarding findability, accessibility, and
interoperability of research information (Wilkinson et al., 2016). Beyond institution-
al CRIS environments, Al-generated metadata and semantic linking mechanisms
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increasingly enable interoperability across publishers, research data repositories,
funding agencies, and open science infrastructures.

Al-Assisted Knowledge Management

Al also plays an important role in knowledge management and retrieval. The
growing volume of scientific literature and research data creates substantial challenges
forresearchers, administrators, synthesis, and decision-makers. Retrieval-Augmented
Generation (RAG) systems, semantic search systems, and domain-specific language
models support users by summarizing content, answering queries, and identifying
relevant research outputs. However, the reliability of such systems strongly depends
on the quality and governance of the underlying data sources. Therefore, Al-
generated outputs must remain linked to their original sources and be accompanied
by provenance information that enables users to verify how results were produced.
This requirement underscores the importance of provenance as a core principle in
Al-enhanced scholarly ecosystems.

Provenance is particularly important in research contexts because information is
frequently used for reporting, evaluation, funding allocation, and strategic decision-
making. As discussed in Section 4.3, provenance has evolved into a foundational
infrastructure component for ensuring traceability, accountability, and contextual
reproducibility in Al-supported environments. Standards such as the W3C PROV
model provide mechanisms for documenting datasets, processes, and responsible
agents involved in information generation and transformation. Within CRIS envi-
ronments, provenance can be extended beyond traditional data processing activities
to cover Al-specific processes, including metadata enrichment, entity resolution,
model-based classification, retrieval contexts in RAG systems, and recommendation
generation.

By systematically capturing entities, activities, agents, model versions, prompts,
and outputs, CRIS canestablish transparent audit trails across the entire Al-supported
information lifecycle. This strengthens governance, supports compliance, and en-
hances trust in Al-generated insights used for institutional reporting and evaluation.
Provenance therefore functions as a critical bridge between automated knowledge
generation and scientific requirements for transparency, accountability, and repro-
ducibility.

Building on these functional dimensions, Al integration can also be understood at
a systemic level as an end-to-end lifecycle that extends from heterogeneous research
outputs to trusted knowledge and decision support. Asillustrated in Figure 3, research
informationis progressively transformed through Al-supported enrichment, semantic
integration, and analytical processing into structured knowledge representations and
actionable insights. Consistent with the integration architecture presented in Section
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3, Al operates as a cross-cutting layer that enhances interoperability, discoverability,
and analytical depth across the scholarly ecosystem.

This lifecycle perspective is supported by cross-cutting enablers such as research
information standards, provenance frameworks, governance mechanisms, and
human—AlI collaboration principles. These ensure that Al-generated outputs remain
interpretable, auditable, and aligned with scientific requirements for transparency,
accountability, and methodological rigor. The lifecycle model thus provides a con-
ceptual bridge between infrastructural foundations and the normative requirements
of scientific practice discussed in the following sections.

Figure 3 presents the lifecycle in six stages. First, publications, datasets, projects,
organizational records, funding information, and repository content enter the research
information environment. Second, Al services support enrichment activities such as
entity resolution, classification, summarization, and controlled-vocabulary mapping.
Third, the enriched records are connected through semantic models, identifiers, and
knowledge graphs.

Figure 3. Al-enhanced research information lifecycle. Heterogeneous research
records are enriched, semantically connected, analyzed, and transformed into
decision-support outputs. The CRIS remains the authoritative standards-based
infrastructure, while governance, provenance, data quality, and human oversight

operate across the complete lifecycle.

Al-Enhanced Research Information Lifecycle
From Research Outputs to Trusted Insights

Continuous Feedback & Learning Sy
|~ 24 3 o o 0
Resmn:h Outputs Al Prl?cessing Semantic Integlation\ Intelligent Access Insights & o Users &
& Information Sources & Enrichment & Knowledge Graph & Analytics Decision Suppert Decision-Makers
] v =P e et Exacion | =P | - -» ®
LLY publcations o Q Semantic Search 0" Recommendstirs :. ;
Delads £ Entity Resolut n
? o Glinng Folfiyilons @) essach Evsin | + Researchers
3 4] ’
Projects .
S Classification & Trend & Pattern o o Research Managers
wha s Topic Detection Analysis b Funding Priaritizatian = Administrators
QI Organizations - F "
SN Summarimtion & Cellaboratian > ) 5 = Funding Agencies
ge Funding Records B e e . G0 Discovery £i] Strategic Planning + Palicy Makers
ROF (ONL & Linked Data
g Repasitories GQ Contralled Vocabulary 3 al Dashboards & Reporting & @  Human Expertise
Magring Visual Analytics 22| Rssessment | 9 & Oversight
L p - =
¥ [y x [ [
L B RIS / CRIS
Standards-Based Research Information Infrastructure
- -
| 3 ] = ii | Se
Fublications Frajects Datasels  Orgarizstions  Funding
Cross-Cutting Enablers (Throughout the Lifecycle)

Standards & Interoperability Provenance & Traceability 7 Governance & Compliance 0 Data Quality & FAIR Human-Al Cellaboration

CERIF, Dublin Core, ORCID, W3C PROV, Audit Logs, v=| Policies, Ethics, Privacy, :.; Findable, Accessible, Hybrid Intelligence,

ROR, DataCite, OO, Lineage, Madel & Data Versians == Al Governance Framewarks Interoperable, Reusable Human Oversight

Source: Authors’ own illustration.

Fourth, users access the integrated information through semantic search, retrieval-
augmented generation, dashboards, and analytical tools. Fifth, these services produce
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recommendations and decision-support outputs for reporting, collaboration analysis,
research evaluation, and strategic planning. Sixth, researchers, research managers,
administrators, funding organizations, and policymakers review and use these outputs.

The CRIS remains the standards-based institutional core throughout the lifecycle.
Provenance, data quality controls, governance, and human oversight operate across
all six stages rather than appearing only at the final decision point.

5.2 Preserving Scientific Standards

The increasing integration of artificial intelligence into research processes raises
fundamental questions regarding the preservation of scientific standards. While Al
offers substantial opportunities to accelerate data analysis, automate routine tasks,
and enhance knowledge discovery, its use must not compromise the methodological
foundations of scientific inquiry. Scientific validity depends on rigor, transparen-
cy, validation, and reproducibility (Munafd et al., 2017), which remain essential
regardless of technological context.

Methodological Rigor

Methodological rigor remains a fundamental requirement of scientific work,
whetherresearch is conducted by humans, machines, or hybrid systems. Al-supported
methods should therefore be understood as extensions of established research meth-
odologies rather than as substitutes for scientific reasoning. This perspective aligns
with broader concepts of hybrid intelligence, in which Al augments human expertise
while researchers retain responsibility for methodological design and interpretation
(Dellermann et al., 2019).

The increasing use of machine learning models, large language models, and
automated analytical systems introduces additional methodological considerations.
Researchers must carefully evaluate training data quality, model selection criteria,
parameter configurations, and potential sources of bias (Mehrabi et al., 2022; Sam-
basivan et al., 2021; Kumar et al., 2024). Similar to traditional statistical methods,
Al-based approaches require explicit documentation of assumptions, limitations,
and uncertainties. The use of advanced Al techniques does not eliminate the need
for rigorous research design; instead, it often increases the importance of method-
ological oversight due to the complexity and opacity of many Al systems.

Particularly in generative Al applications, methodological rigor requires re-
searchers to critically assess Al-generated outputs before incorporating them into
scientific workflows. Literature summaries, data classifications, coding sugges-
tions, or generated hypotheses should be treated as analytical support rather than
authoritative scientific results. The responsibility for methodological soundness
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remains with researchers, who must evaluate whether Al-supported outputs align
with established disciplinary standards, research objectives, and accepted scientific
practices (Dwivedi et al., 2023).

Transparency and Validation

Transparency constitutes a central mechanism for maintaining trust in Al-
supported research. Scientific knowledge relies on the ability of other researchers
to understand how conclusions were reached and which methods contributed to the
generation of results. As Al systems increasingly participate in data processing,
analysis, interpretation, and content generation, transparency must extend beyond
traditional methodological reporting to include information about the Al components
involved in research activities (Floridi et al., 2018).

Transparent Al-supported research requires documentation of datasets, model
versions, training procedures, prompts, retrieval mechanisms, parameter settings, and
validation processes (Floridi et al., 2018). Such documentation enables researchers,
reviewers, and other stakeholders to assess the reliability and limitations of Al-
generated results. In this context, transparency is closely linked to the provenance
principles discussed in Section 4.3, which provide structured mechanisms for docu-
menting the relationships between data, models, processes, and outputs (Belhajjame
et al., 2013; Herschel et al., 2017). Emerging documentation frameworks such as
model cards and datasheets further support transparency by providing standardized
descriptions of models, datasets, intended use cases, and known limitations (Mitchell
etal.,2019; Pushkarna et al., 2022). Standardized dataset documentation can further
record dataset composition, collection procedures, recommended uses, limitations,
and potential biases (Gebru et al., 2021).

Validation remains equally important. Al-generated results should be subjected
to the same critical scrutiny as any other scientific output (Bommasani et al., 2021;
Bender et al., 2021). Automated classifications, predictions, recommendations, or
generated content require systematic verification through expert review, bench-
marking, statistical evaluation, or comparison with established reference data.
Human validation is particularly important in domains where Al systems may
produce plausible but incorrect outputs, commonly referred to as hallucinations in
generative Al systems.

A practical approach adopted by many research organizations involves multi-stage
validation processes in which Al-generated outputs are first assessed automatically
through consistency checks and subsequently reviewed by domain experts. Such
hybrid validation mechanisms combine computational efficiency with scientific
judgment and reflect broader human-centered Al approaches that emphasize col-
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laboration between human expertise and machine intelligence (Dellermann et al.,
2019; Shneiderman, 2022).

Reproducibility in Al-Supported Research

Reproducibility has long been regarded as a cornerstone of scientific practice.
Research findings gain credibility when independent researchers can verify results
using the same methods and evidence (Munafo et al., 2017; Freese et al., 2022).
However, Al-supported research introduces new challenges for reproducibility,
particularly in the context of machine learning and generative Al systems.

Unlike many traditional computational methods, contemporary Al systems often
exhibit non-deterministic behavior. Variations in training data, model updates, param-
eter settings, stochastic inference processes, retrieval contexts, or prompt formulations
can influence generated outputs (Bommasani et al., 2021; Bender et al., 2021). As
discussed in Section 4.3, strict replication of Al-generated results may therefore not
always be achievable. This does not imply that scientific reproducibility becomes
unattainable; rather, it requires an expanded understanding of reproducibility that
incorporates the contextual conditions under which Al-supported results are pro-
duced. Asaresult, recentdiscussions increasingly distinguish between computational
reproducibility, which focuses on documenting and reconstructing the computational
environment and workflow (Peng, 2011; Munafo et al., 2017), functional reproduc-
ibility, which emphasizes the ability to obtain scientifically consistent conclusions
despite differences in implementation or system configuration (Freese et al., 2022;
Munafo et al., 2017), and semantic reproducibility, which is increasingly discussed
in the context of generative Al systems and refers to the preservation of meaning
or scientific interpretation even when outputs are not identical at the surface level
(Bommasani et al., 2021). Together, these concepts reflect a broader understanding
of reproducibility that extends beyond exact output replication toward the reproduc-
ibility of methods, evidence, and scientifically valid conclusions.

To address these challenges, research infrastructures increasingly adopt prac-
tices such as model versioning, dataset versioning, prompt logging, workflow
documentation, and provenance recording (Schlegel et al., 2025; Ahmed et al.,
2026; Ojewale et al., 2026). These mechanisms allow researchers to reconstruct
the conditions under which analyses were performed and outputs were generated,
even when identical reproduction of results is not possible. Provenance-by-design
approaches are particularly relevant because they embed traceability directly into
research workflows and Al infrastructures, thereby supporting transparency, audit-
ability, and methodological accountability.

Furthermore, open science practices provide important support for reproducibil-
ity in Al-enabled research environments. The publication of datasets, source code,
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model documentation, evaluation procedures, and methodological protocols enables
independent verification and fosters transparency across the research lifecycle. The
FAIR principles provide a widely accepted framework for improving the accessibility
and reusability of research outputs (Wilkinson et al., 2016). Emerging standards for
machine learning documentation, such as model cards and datasheets for datasets,
further contribute to making Al-supported research more understandable, compa-
rable, and reproducible

Ultimately, preserving scientific standards requires implementing the layered
integration approach through governance, provenance, validation, and human over-
sight. Under these conditions, Al can strengthen rather than undermine scientific
reliability. Methodological rigor, transparency, validation, and reproducibility re-
main essential foundations of trustworthy research. When supported by appropriate
governance mechanisms, provenance frameworks, human oversight, and emerging
standards for responsible Al, Al can strengthen these principles and contribute to a
more efficient, transparent, and accountable scientific ecosystem

5.3 Responsible Al in Scientific Decision-Making

As artificial intelligence becomes increasingly integrated into research infra-
structures, its role extends beyond information management and analytical support
toward influencing decision-making processes. Research institutions, funding organi-
zations, publishers, and policy makers increasingly employ Al-supported systems for
evaluating research performance, identifying emerging trends, allocating resources,
and supporting strategic planning. While these applications offer significant oppor-
tunities for improving efficiency and analytical capacity, they also raise important
questions regarding accountability, fairness, transparency, and scientific integrity.
Within scientific decision-making, the governance mechanisms introduced earlier
ensure that Al recommendations remain subject to documented human review and
institutional accountability.

Human experts remain essential for interpreting context, resolving ambiguity,
validating outputs and taking responsibility for critical decisions. Hybrid intelli-
gence therefore requires more than simply adding human oversight, but appropriate
workflow designs for the task at hand.

Risks of Automation in Research Evaluation
One of the most significant challenges associated with Al adoption in research
environments concerns the increasing automation of evaluation processes. Research

assessment traditionally involves complex judgments regarding scientific quality,
societal relevance, methodological rigor, innovation potential, and disciplinary
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impact. These dimensions are difficult to quantify and often depend on contextual
factors that extend beyond measurable indicators.

Al systems can process large volumes of publication data, citation networks,
funding records, collaboration patterns, and institutional metrics more efficiently
than human evaluators. Consequently, they are increasingly used to supportactivities
such as grant pre-screening, institutional benchmarking, reviewer selection, trend
analysis, and performance monitoring. For example, an Al system may recommend
reviewers for grant applications by analysing publication networks, research exper-
tise, and potential conflicts of interest. These recommendations are subsequently
reviewed by a programme officer before reviewer invitations are issued, ensuring
that Al supports rather than replaces human judgment. However, excessive reliance
on automated assessments may introduce systematic risks that undermine the quality
and fairness of scientific evaluation.

A central concern is the amplification of existing biases embedded within his-
torical research data. This phenomenon is often described as algorithmic bias or
biased learning, where machine learning systems reproduce patterns contained in
their training data rather than independently assessing scientific quality. Models
trained on publication records, citation databases, or funding histories may there-
fore perpetuate structural inequalities related to geography, language, institutional
prestige, gender, or disciplinary representation (Mehrabi et al. (2022).

Furthermore, quantitative indicators often fail to capture essential aspects of
scientific quality. Citation counts, publication volumes, journal metrics, and network
centrality measures may provide useful signals but cannot fully represent originality,
methodological robustness, societal relevance, or long-term scientific contribution.
An overreliance on automated metrics risks encouraging optimization toward mea-
surable outputs while neglecting less quantifiable dimensions of research quality.
Similar concerns have long been raised regarding metric-based research evaluation
(Hicks et al., 2015) and are further intensified when Al systems automate the inter-
pretation of such indicators.

More recent reform initiatives in research assessment similarly caution against
the inappropriate use of narrow quantitative indicators (CoARA, 2022). The
Agreement on Reforming Research Assessment emphasizes qualitative judgment,
diversity of research contributions, transparency, and responsible use of metrics.
These principles are directly relevant to Al-supported assessment systems, which
may otherwise automate and amplify limitations already present in conventional
indicator-based evaluation.

Generative Alintroduces additional challenges because Al-generated recommen-
dations or assessments may appear authoritative despite being based on incomplete
information or flawed assumptions. Without appropriate validation mechanisms,
decision-makers may attribute excessive credibility to Al-generated outputs, a
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phenomenon sometimes described as automation bias. Responsible Al adoption
therefore requires explicitrecognition that Al-generated recommendations constitute
decision support rather than decision authority.

Explainable Al for Academia

To address these concerns, explainability has emerged as a key requirement for
Al systems operating within scientific environments. Explainable Al (XAI) seeks
to make the behavior, reasoning processes, and outputs of Al systems understand-
able to human users. In academic contexts, explainability is particularly important
because scientific decision-making depends upon justification, peer review, and
critical evaluation rather than solely on predictive accuracy.

Research administrators, funding agencies, ethics committees, and evaluation
panels must be able to understand why a system generated a particular recommen-
dation, ranking, classification, or prediction. Black-box models that provide outputs
without meaningful explanations may create significant challenges for accountability
and trust. As a result, increasing attention is being devoted to developing explain-
ability mechanisms that can communicate relevant factors influencing Al-supported
decisions.

Explainability in research environments can take multiple forms. Feature im-
portance analyses, model interpretability techniques, confidence scores, provenance
information, and transparent documentation of training datasets all contribute to
improving the understandability of Al-generated outputs. Particularly in high-
impact contexts such as funding allocation, hiring decisions, promotion procedures,
or research assessment exercises, explainability enables stakeholders to critically
evaluate whether Al-generated recommendations are justified and consistent with
institutional objectives.

The importance of explainability extends beyond technical transparency. It also
supports procedural fairness by allowing affected individuals to understand how
decisions were influenced and to challenge or review potentially problematic out-
comes. This aligns with broader governance principles emphasizing transparency,
accountability, and contestability in Al-supported systems (Floridi et al., 2019;
European Commission, 2024).
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Human Oversight and Hybrid Intelligence Models

In the context of scientific decision-making, human oversight operationalizes
the governance layer by ensuring that Al-generated recommendations are reviewed,
documented, and formally approved before influencing institutional decisions.

This perspective is consistent with the concept of hybrid intelligence, which
emphasizes the collaborative interaction between human and artificial intelligence
systems. Hybrid intelligence models recognize that humans and Al possess com-
plementary strengths. Al systems excel at processing large datasets, identifying
complex patterns, and generating analytical insights, whereas humans contribute
contextual understanding, ethical reasoning, creativity, and domain-specific judg-
ment. Combining these capabilities allows organizations to benefit from automation
while maintaining human responsibility for critical decisions.

In research environments, hybrid intelligence can be operationalized through
human-in-the-loop and human-on-the-loop governance models (European Com-
mission, 2019). Human-in-the-loop approaches require direct human review and
approval before Al-generated recommendations influence decisions, whereas
human-on-the-loop approaches permit greater automation while maintaining hu-
man supervision and intervention capabilities. These approaches reflect broader
concepts of human—automation interaction and supervisory control that have long
been discussed in automation research (Parasuraman et al., 2000). The appropri-
ate model depends on the significance and potential impact of the decision under
consideration. High-stakes activities such as grant allocation, promotion decisions,
ethics review, or strategic research prioritization typically require stronger forms of
human oversight than routine administrative processes.

Effective oversight also requires institutional mechanisms that define respon-
sibilities, escalation procedures, and accountability structures for Al-supported
decision-making. Governance frameworks such as ISO/IEC 42001 and emerging
regulatory initiatives, including the EU Al Act, increasingly emphasize the impor-
tance of human oversight as a core principle of trustworthy Al deployment. Within
scientific institutions, these requirements translate into organizational practices that
ensure Al-generated recommendations remain subject to expert review, transparent
documentation, and continuous evaluation.

Ultimately, responsible Al in scientific decision-making is not achieved through
technical solutions alone. It requires a balanced combination of governance, trans-
parency, explainability, and human judgment. By embedding Al within existing
scientific norms and decision-making structures, research organizations can lever-
age the analytical capabilities of Al while preserving accountability, fairness, and
methodological integrity. In this way, Al becomes a tool for augmenting scientific
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expertise rather than replacing the human responsibility that remains central to
trustworthy research and evidence-based decision-making.

These challenges highlight that responsible Al in scientific environments cannot
be achieved through conceptual principles alone. Instead, they require concrete
implementation strategies that translate standards, governance frameworks, and
provenance mechanisms into operational system designs. Such strategies are dis-
cussed in Section 6.

The preceding sections identify the substantive requirements for responsible Al
integration in research infrastructures: standardized data, documented provenance,
privacy safeguards, reproducible workflows, human validation, and accountable
decision structures. The next section translates these requirements into implemen-
tation stages, responsible roles, technical controls, and evidence that institutions can
use when designing or procuring Al-supported CRIS services.

6. PRACTICAL APPROACHES AND
INTEGRATION STRATEGIES

This section translates the conceptual framework into practical implementation
guidance. Standards-compliant Al integration requires coordinated action across
technical, organizational, legal, ethical, and scientific dimensions. Technical controls
establish interoperable interfaces, versioning, logging, provenance, monitoring,
and evaluation. Organizational controls assign ownership and decision authority.
Legal controls address applicable regulatory duties, contractual obligations, data
protection, and documentation requirements. Ethical and scientific controls ensure
that Al-supported processes remain proportionate, fair, transparent, and method-
ologically defensible.

6.1 Frameworks for Standards-Compliant Al Integration

To adopt Al models into internal processes, different approaches may be chosen
depending on the organisational readiness, risk exposure and internal Al expertise:
from experimental tests, to proof of concepts, operational integration, scaling-up
and finally organization-wide governed application of Al. Existing frameworks such
as the NIST AI Risk Management Framework, ISO/IEC 42001 and responsible Al
maturity models provide useful foundations to start such an integration process.
Nevertheless, a major gap is the translation of policy statements into both technical
and organisational matters, taking into account Al risks and opportunities that come
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with different strategies (choice of vendor, definition of system and user scope,
technical robustness and safety).

Alsystems should supportinteroperability across technical, semantic, procedural,
and organizational levels. Technical interoperability requires stable APIs, structured
and machine-readable data, documented interfaces, and compatible authentication
mechanisms. Semantic interoperability requires shared identifiers, vocabularies,
metadata schemas, and mapping rules. Procedural interoperability requires agreed
workflows for validation, change management, exception handling, and quality
assurance. Organizational interoperability requires defined responsibilities, access
rights, escalation procedures, and accountability structures.

Enabling mechanisms include the use of common vocabularies, metadata, ver-
sioning, provenance, and standards to document and integrate all these viewpoints
in a harmonised way on the semantic level. Procedurally, this requires agreed work-
flows for data processes, ranging from exchange, change management, documen-
tation, and quality validation. Organisationally, clear responsibilities, compliance
requirements, accountability structures and access rights applying standards, best
practices and regulations. A related development is the growing relevance of Digital
Humanism, emphasising the integration and alignment of human values, democratic
principles, participation and a broader benefit to society (Werthner et al., 2022). In
the interoperability context, this perspective expands the discussion from a purely
technical matter to a social-technical lens.

6.2 Organizational and Technical Best Practices

Organizations should begin with well-scoped and comparatively low-risk use
cases. Use cases should be assessed against criteria including expected organizational
value, data sensitivity, estimated error impact, technical complexity, availability of
human oversight and how well performance can be objectively measured. In this
context, suitable entry points mean cases that combine clear and measurable advan-
tages with limited legal, operational and ethical risk, where outputs can be reviewed
and revised before inflecting real consequences. Typical examples include semantic
search, keyword extraction, metadata suggestions, document classification, and
non-sensitive summarization. Before moving toward decision support, automated
recommendations, or sensitive-data processing, institutions should establish such
evaluation criteria, approval procedures, monitoring mechanisms, and responsible
ownership.

Because Al integration affects technical architecture, domain practices, legal
compliance, information governance, cybersecurity, and ethics, institutions should
establish cross-functional governance teams. These teams should include represen-
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tatives from IT, research information management, data stewardship, legal and data
protection functions, information security, domain experts, and affected user groups.

Continuous activities, such as Al tool registries, use case rules, impact assess-
ments and evaluations support the ongoing monitoring of Al systems to ensure
accountability, transparency and participation. Continuous monitoring and auditing
are essential after deployment. They provide evidence about system performance,
changing data distributions, recurring errors, security incidents, user behavior, and
unintended consequences. Monitoring results should feed into model updates, risk
reassessments, user guidance, and the institution’s broader Al strategy.

Static and one-off audits are not sufficient, since the performance and risk
model of modern Al systems may change over time due to model updates, access
rights, changes in the underlying data distribution or also to the revision of relevant
standards or regulation.In this context, continuous monitoring and auditing is best
understood as a multi-layered activity.

Technically, logging and monitoring tools, evaluation metrics and traces provide
the evidence basis. The method and tool landscape for continuous monitoring and
auditing is evolving quickly, from MLOps and Al observability tools, including
Mlflow (MlIflow, n.d.) to implementation-specific frameworks such as AutoPyTorch
(AutoML Group, n.d.), AutoKeras (Autokeras, n.d.), workflow tools including
Airflow (Apache Software Foundation, n.d.). Procedurally, regular monitoring
cycles, thresholds, harm mitigation methods and routines need to be established.
Organisationally, clear distribution of tasks and ownership across relevant artefacts,
including models, data, risks are needed. The legal and ethical perspectives are
needed to ensure that monitoring supports relevant values.

From an MLOps perspective, institutions should record model versions, dataset
versions, code dependencies, evaluation results, approval decisions, and deployment
configurations. Every production model should have an identified owner, docu-
mented intended use, defined performance thresholds, and a rollback procedure.
These controls reduce hidden technical debt and make changes auditable over time
(Sculley et al., 2015).

However, in a standards context, technical tools are not sufficient on their own.
They must be combined with domain knowledge and appropriate governance controls
for bias, provenance, security, human oversight and conformity assessment. They
cannot rely on generic approaches, but have to be tied to the application-specific
workflow and failure modes and process outcomes in order to be meaningful. This
is especially important with LLMs or agents, for which results may look acceptable
on first glance even when internal processes, such as retrieval, reasoning, generation
might be incomplete, wrong or inconsistent or even dangerous (Ruan et al, 2024),
leading to downstream risks and harms. That is why traces, system context and
intermediate outputs are important and need to be analysed.
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That is why error analysis and monitoring should not be regarded as only a tech-
nical process, but a governance mechanism to understand recurring weaknesses,
clarify responsibilities or adapt safeguards and other procedures. Outsourcing of
these processes may provide good results at the beginning but harms the outcome
in the long term, as well as the Al-readiness of the organisation, since error analysis
is critical to understand emerging issues and challenges.

Proportional Implementation for Smaller Organizations

These requirements also raise the question of proportionality: not every orga-
nization will have the resources or organizational structures required to implement
the full set of technical and governance controls described above.

The organizational requirements described above may be difficult to implement
in smaller institutions that lack dedicated Al governance, data stewardship, infor-
mation security, or legal functions. A fully developed governance structure with
multiple specialized roles may therefore be disproportionate for low-risk use cases
or organizations with limited resources. The framework should consequently be
implemented according to the principle of proportionality. Smaller organizations
may initially rely on a limited set of essential controls, such as documented use-case
ownership, source-linked outputs, basic model and prompt versioning, human val-
idation, and incident escalation procedures. More advanced capabilities, including
automated provenance infrastructures, continuous model monitoring, dedicated
governance boards, or comprehensive MLOps environments, can be introduced as
organizational maturity, Al usage, and risk exposure increase.

This suggests that standards-compliant Al integration should not be equated with
maximal implementation complexity. The objective is rather to establish a level of
governance and technical control that is appropriate to the potential impact and risk
of the respective Al application. Such a scalable approach can make the framework
more accessible to organizations with different levels of technical and organization-
al capacity while preserving its core principles of interoperability, accountability,
provenance, and human oversight.

6.3 Lifecycle Matrix for Standards-Compliant Al Integration
The preceding sections have shown that standards-compliant Al integration can-
not be reduced to a single technical or governance decision. Requirements emerge

throughout the complete Al lifecycle, from the initial definition of a use case to the
eventual retirement or replacement of the system. Each lifecycle stage introduces
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specific risks, requires different controls, produces distinct forms of evidence, and
involves different organizational actors.

Table 2 translates the conceptual framework developed in this chapter into a
practical lifecycle matrix. It links seven stages of Al integration—use-case defini-
tion and assessment, data preparation, model selection, development and testing,
deployment, operation and monitoring, and retirement or replacement—to the risks,
standards, controls, documentation requirements, and responsibilities associated
with each stage. The matrix does not assume that one standard governs the complete
lifecycle. Instead, it demonstrates how complementary frameworks can be combined
according to their respective functions.

ISO/IEC 42001 and the NIST AI Risk Management Framework provide over-
arching structures for organizational governance and risk management. The EU
Al Act contributes legally defined obligations and risk-based requirements. FAIR,
CERIF, metadata standards, and W3C PROV support data stewardship, semantic
interoperability, and traceability. MLOps practices provide mechanisms for model
and dataset versioning, controlled deployment, monitoring, rollback, and technical
maintenance. The matrix integrates these perspectives by connecting normative
requirements with operational controls and verifiable evidence.

A central feature of the matrix is the explicit assignment of responsibility. Stan-
dards and automated controls do not by themselves ensure accountable Al use. Every
lifecycle stage therefore requires clearly identified actors who are responsible for
approving decisions, maintaining documentation, evaluating risks, and responding
to failures. In CRIS environments, these responsibilities are distributed across busi-
ness owners, research information managers, data stewards, domain experts, system
architects, data protection and information security officers, Al development teams,
and institutional governance bodies.

The matrix should be understood as an adaptable implementation instrument
rather than as a universal compliance checklist. Institutions may adjust the individual
controls and responsible roles according to the intended use, level of automation, data
sensitivity, institutional context, and potential impact of the Al-supported process.
Higher-risk applications, particularly those influencing research evaluation, funding
decisions, recruitment, or sensitive personal data, require stronger documentation,
validation, human oversight, and escalation mechanisms than low-risk applications
such as assisted search or metadata suggestions.
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Table 2. Lifecycle Matrix Linking Al Integration Stages to Risks, Standards, Controls,
Evidence, and Responsible Actors

Lifecycle Main risks Relevant Required Evidence Responsible
stage standards/ controls actors
frameworks
Use-case unclear NIST Al purpose definition, approved, business
definition purpose, RMF, ISO/IEC | risk classification | suitable use-case | owner, CRIS
and excessive, 42001, EU Al and mitigations, record manager,
assessment high-risk Act stakeholder review governance
automation team
Data poor quality, FAIR, GDPR, data-quality data sheet, data steward,
preparation privacy ISO/IEC 5259 checks, quality report, data
breaches, bias minimization, legal basis protection
access controls, officer
documentation
Model vendor lock- ISO/IEC model model system
selection in, opacity, 42001, NIST comparison, assessment architect,
unsuitable AI RMF exit strategy, procurement,
model performance and domain expert
transparency
criteria
Development unreliable MLOps versioning, test model card, Al team,
and testing outputs, practices, W3C | datasets, prompt test report, domain
undocumented PROV documentation, provenance experts
changes evaluation record
thresholds
Deployment uncontrolled ISO/IEC API controls, deployment IT operations,
integration, 42001, EU Al human approval, approval, security,
security risks Act role-based access, architecture system owner
logging documentation
Operation model drift, NIST AL RMF, | monitoring, audit monitoring model owner,
and hallucinations, provenance trails, incident reports, incident governance
monitoring recurring bias standards management, records team
periodic review
Retirement or | loss of records, archival and export, retention, retirement system owner,
replacement vendor interoperability migration, record, archived records
dependency standards decommissioning | documentation, manager, IT
plan data export, operations,
migration or governance
decommission- team
ing report

Table 2 illustrates that governance must remain continuous rather than being
concentrated at the beginning or end of an Al project. Decisions made during use-
case definition influence the appropriateness of later data, model, and deployment
choices. Similarly, evidence generated during development, testing, and operation
enables institutions to reassess risks and determine whether the system may continue
to operate under its existing conditions.
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The lifecycle stages are therefore interdependent and partly iterative. Monitor-
ing may reveal data drift, systematic errors, new legal requirements, or changes in
institutional objectives that require a return to earlier stages. A model may need to
be re-evaluated, replaced, or restricted to a narrower scope. In this sense, the matrix
operationalizes governance-by-design, interoperability-by-design, privacy-by-design,
and provenance-by-design as continuing practices across the Al lifecycle rather than
as one-time implementation activities.

6.4 Implementation Examples for Standards-
Compliant Al Integration

While the preceding sections have outlined conceptual principles and gover-
nance requirements, their practical value becomes more apparent when translated
into concrete implementation scenarios. The following examples illustrate how
organizations can integrate Al into existing standards-based infrastructures while
preserving interoperability, governance, transparency, and accountability. Rather
than representing exhaustive case studies, these scenarios demonstrate typical im-
plementation patterns that can be adapted across different organizational contexts.

Example 1: Al-Assisted Metadata Enrichment
in Research Information Systems

A university operating a CRIS seeks to improve the quality and completeness of
publication metadata. Instead of replacing the existing CERIF-based infrastructure,
an Al-based natural language processing service is integrated through standardized
APIs. After new publications are imported from institutional repositories or pub-
lishers, the Al system automatically extracts keywords, research topics, funding
information, and potential links to existing research projects.

Rather than writing directly into the production database, the generated meta-
data are presented to research administrators for validation before publication.
The Al-generated suggestions are stored together with provenance information,
including the model version, generation timestamp, confidence scores, and reviewer
decisions. Existing metadata standards such as CERIF, Dublin Core, ORCID, and
persistent identifiers remain unchanged, while Al functions solely as an additional
enrichment layer. This approach improves metadata quality without compromising
interoperability or governance.

@® Relevant standards: CERIF, Dublin Core, ORCID, FAIR, W3C PROV.
@® Main control: mandatory validation before write-back.
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@® Evidence: model version, source record, confidence score, generated sugges-
tion, reviewer decision.
@® Responsible actor: research information manager or librarian.

Example 2: Retrieval-Augmented Generation for
Institutional Knowledge Management

A public research organization introduces an internal Retrieval-Augmented
Generation (RAG) system to support administrative staff in answering questions
regarding funding regulations, internal policies, and research procedures. Rather than
relying solely on the language model's internal knowledge, every generated response
is based on documents retrieved from the organization's controlled knowledge base.

The implementation combines semantic search with provenance-by-design
principles. Each generated answer contains references to the underlying policy
documents, while the system records retrieval sources, prompts, model versions,
and user interactions for auditing purposes. Human experts remain responsible for
validating policy updates and maintaining the knowledge repository. This architec-
ture improves efficiency while ensuring that Al-generated recommendations remain
transparent, verifiable, and aligned with institutional governance requirements.

Relevant standards and frameworks: W3C PROV, institutional information
governance, data protection requirements.

Main control: answers must remain linked to retrieved institutional sources.
Evidence: retrieved documents, prompt, model version, response, user
feedback.

Responsible actor: knowledge-base owner and relevant policy expert.

Example 3: Al-Supported Research
Evaluation with Human Oversight

A national funding agency employs machine learning techniques to assistreviewers
during the initial screening of research proposals. The Al system identifies relevant
scientific disciplines, suggests suitable reviewers based on expertise networks, and
highlights potential conflicts of interest. However, it does not rank proposals or
make funding decisions autonomously.

All recommendations are presented together with explanatory information,
confidence measures, and links to the underlying data sources. Human reviewers
retain full authority for evaluating scientific quality and making funding decisions.
Governance mechanisms require that Al-supported recommendations, reviewer
interactions, and decision processes are documented through comprehensive audit
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trails. This hybrid intelligence approach combines computational efficiency with
scientific accountability while reducing the risks associated with automation bias
and opaque decision-making.

Relevant frameworks: ISO/IEC 42001, NIST AI RMF, EU Al Act, responsi-
ble research assessment principles.

Main control: Al may support reviewer matching but must not autonomously
determine funding outcomes.

Evidence: recommendation rationale, conflict-of-interest check, human re-
view, final decision.

Responsible actor: programme officer and evaluation panel.

6.5 Practitioner’s Checklist for CRIS Managers
Before introducing an Al component into a CRIS, institutions should verify:

Is the intended use clearly defined and proportionate?
Is the authoritative source system identified?
Are the relevant metadata schema and persistent identifiers defined?
Can every generated output be linked to its input sources?
Are model, dataset, prompt, and configuration versions recorded?
Is personal or sensitive information minimized and protected?
Are multilingual performance and potential bias evaluated?
Is human review required before institutional records are changed?
Are monitoring thresholds and incident procedures defined?
. Can the institution export its data, logs, and configurations if the provider
changes?
11. Are environmental and operational costs proportionate to the use case?
12. Is there a responsible owner for the complete Al-supported workflow?
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6.6 Emerging Standards and Future Developments

Standards are currently being extended, revised and newly created to address the
evolving landscape of Al applications. Existing standardization bodies increasingly
adopt regulatory frameworks and other governance principles in response to the
developments in this field.

Together, the development and publishing of extended frameworks suggest a shift
from general principles toward more concrete guidelines covering accountability,
risk management, documentation, transparency, and oversight.
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The EU Al Act is a risk-based regulation, requiring documentation, training,
human oversight, and conformity-related obligations for higher-risk Al systems.
The Act entered into force in 2024, while its obligations came into force in multiple
phases staged over time. In parallel, international standards such as ISO/IEC 42001
and IEEE’s Al ethics and governance standards support the translation of abstract
principles into more technical guidance and management processes. The FAIR
principles, while universal to data in general, are also central because Al-enabled
standardization depends on high-quality, well-described, machine-actionable data
and metadata. Without this foundation, Al tools may suffer from the aforementioned
challenges and risks.

Al governance standards play an essential part in the operationalisation of trust-
worthy Al They support the definition of acceptable uses, classification of risks,
management of data, assignment of accountability, documentation of decisions,
monitoring of performance, and audit outcomes. While these emerging frameworks
provide important guidance for implementation, they also reveal persistent tensions
between innovation, governance, and interoperability. These tensions are discussed
in Section 7.

7. DISCUSSION

The conceptual analysis presented in this chapter suggests that sustainable Al
integration depends on more than model performance or technological innovation.
It requires the alignment of Al capabilities with existing standards, institutional
responsibilities, provenance mechanisms, and validation practices.

One of the central challenges concerns the balance between innovation and
control. Al technologies evolve rapidly, often introducing new functionalities before
organizations and regulators have established appropriate governance mechanisms.
While excessive regulation may inhibitinnovation, insufficient governance may create
risks related to transparency, accountability, reliability, and trust. The challenge for
organizations is therefore not to choose between innovation and governance, but to
develop approaches that allow both objectives to coexist.

A second tension arises between transparency and performance. Many of the most
powerful Al systems currently available are proprietary models that offer limited
visibility into training data, model architectures, and fine-tuning processes. Although
such systems often provide superior performance, they may create challenges for
explainability, auditability, and regulatory compliance. Conversely, open-source and
open-weight models canimprove transparency and technological sovereignty but may
not always provide equivalent performance or operational support. Organizations
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must therefore evaluate Al technologies not only on technical performance but also
on governance, transparency, and long-term sustainability criteria.

The discussion also highlights the growing importance of provenance as a founda-
tional mechanism for trustworthy Al ecosystems. As Al systems become increasingly
adaptive, autonomous, and integrated into decision-making processes, provenance
provides the evidential basis required for accountability and contextual reproducibility.
Future Al infrastructures are likely to depend increasingly on provenance-by-design
principles that enable organizations to reconstruct data flows, model behavior, and
decision processes across complex socio-technical environments.

Particular challenges emerge in scientific and research infrastructures. Al offers
substantial opportunities for improving research information management, meta-
data enrichment, knowledge discovery, and scholarly analytics. At the same time,
excessive automation may conflict with established scientific principles such as
methodological rigor, transparency, peer review, and critical evaluation. The frame-
work indicates that hybrid intelligence approaches, combining Al capabilities with
human expertise and oversight, provide the most promising pathway for responsible
Al adoption in research environments.

Finally, the chapter highlights that AI governance should be understood as a
continuous organizational capability rather than a one-time compliance activity.
As Al technologies continue to evolve toward increasingly autonomous and agent-
based systems, organizations will require adaptive governance frameworks capable
of managing new forms of complexity, uncertainty, and risk. Future standards will
therefore need to address not only technical interoperability but also issues of ex-
plainability, accountability, digital sovereignty, and lifecycle governance.

Overall, the discussion suggests that the long-term success of Al adoption
depends less on the sophistication of individual models and more on the ability
to integrate Al into trustworthy, interoperable, and standards-based ecosystems.
Organizations that successfully combine innovation with governance will be better
positioned to realize the benefits of Al while maintaining reliability, transparency,
and institutional trust.

The framework also shows that standards-compliant integration must extend
beyond conventional technical and governance concerns. Privacy-by-design is
required where CRIS data include personal or sensitive information. Multilingual
evaluation is necessary to prevent language-dependent metadata and assessment
errors. Environmental proportionality should be considered when institutions select
between large general-purpose models and smaller task-specific systems. These
dimensions should be treated as cross-cutting governance concerns rather than
isolated technical issues.
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7.1 Limitations and Scope of Applicability

This chapter presents a conceptual integration framework rather than an empir-
ically validated implementation model. The framework was developed through the
synthesis of selected standards and literature and has not yet been evaluated through
comparative case studies across institutions. Consequently, the proposed architecture
should not be interpreted as a universally applicable implementation blueprint or
as evidence that all organizations can adopt the full set of proposed controls with
comparable effort and outcomes.

A first limitation concerns the transferability of the framework beyond the con-
text of a CRIS. The framework is grounded in research information infrastructures,
where interoperability, metadata quality, provenance, persistent identifiers, scientific
reproducibility, and human validation are particularly important. Although the four-
layer architecture is conceptually applicable to other standards-based information
environments, the specific standards, governance requirements, validation mecha-
nisms, and evidence structures will differ substantially across domains. For example,
healthcare, public administration, and business environments may involve different
regulatory requirements, data models, risk profiles, and accountability structures.
The transferability of the framework should therefore be understood at the level of
architectural principles rather than through a direct replication of the CRIS-specific
implementation patterns.

A second limitation involves organizational capacity and the effort required for
implementation. The full implementation of the proposed approach requires access to
interoperable information systems, data stewardship capabilities, governance struc-
tures, and Al expertise, as well as a certain level of technical maturity. Implementing
versioning, provenance tracking, monitoring, human validation, audit trails, and
cross-functional governance can introduce considerable technical, organizational,
and financial overhead. This may be particularly challenging for smaller institutions
or organizations with limited IT resources, specialized personnel, or dedicated Al
governance functions. Therefore, a standards-compliant architecture should not
imply that every organization must implement all controls with the same level of
complexity. Rather, implementation should be proportional to the risk, criticality,
sensitivity, and expected organizational value of the respective Al use case.

This limitation also suggests that the framework should be understood as a scal-
able architecture rather than a fixed implementation package. Organizations with
limited resources may initially apply a reduced set of controls to low-risk use cases,
such as metadata suggestions or semantic search, and progressively introduce more
comprehensive provenance, monitoring, validation, and governance mechanisms as
the scope and risk of Al adoption increase. Such proportional implementation is
consistent with the chapter's emphasis on incremental adoption, but requires further
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empirical investigation to determine which controls are essential at different levels
of organizational maturity.

An important tension therefore arises between governance completeness and
implementation burden. More comprehensive implementation of provenance,
monitoring, versioning, human validation, and cross-functional governance may
improve accountability and traceability, but it also increases the technical and or-
ganizational effort required. Excessive control requirements may therefore hinder
Al adoption, particularly in smaller or less mature organizations. This reinforces
the need for risk-proportionate and scalable implementation rather than a uniform
governance architecture.

Finally, the framework's effectiveness remains to be demonstrated empirically.
Future research should therefore evaluate its implementation effort, organizational
acceptance, governance effectiveness, and measurable impact across institutions
of different sizes and levels of technical maturity. Comparative studies should also
examine whether the proposed architectural principles remain effective when trans-
ferred from CRIS to other standards-based information infrastructures. In addition,
standards and regulatory requirements continue to evolve. The framework should
therefore be interpreted as an adaptable architecture rather than a fixed compliance
model, particularly as Al systems develop toward increasingly autonomous and
agent-based forms.

8. CONCLUSION

Al is increasingly becoming a core component of organizational, industrial,
and scientific infrastructures. Its growing capabilities in data analysis, knowledge
discovery, automation, and decision support create significant opportunities for
improving efficiency, innovation, and organizational intelligence. However, the
integration of Al also introduces new challenges related to interoperability, gover-
nance, transparency, reproducibility, and accountability.

This chapter has argued that Al should not be viewed as a disruptive replacement
for existing standards and infrastructures. Instead, the successful adoption of Al
requires the extension and evolution of established standards, governance frame-
works, and interoperability mechanisms. Existing infrastructures already provide
essential foundations for data quality, traceability, compliance, and trust, which
remain equally important in Al-driven environments.

The chapter proposes that trustworthy Al integration depends on the combined
interaction of data quality, governance, and provenance. While data quality ensures
reliable inputs and outputs, governance provides accountability and oversight
mechanisms, and provenance enables transparency and contextual reproducibility
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across complex Al lifecycles. Together, these dimensions form the foundation for
standards-compliant and responsible Al deployment.

Particular attention was given to research and scientific infrastructures, where
Al increasingly supports CRIS, scholarly analytics, metadata management, and
scientific decision-making. The discussion emphasizes that methodological rigor,
validation, transparent documentation, and human oversight remain necessary when
Al is embedded in research processes. In this context, hybrid intelligence models
that combine human expertise with Al capabilities offer a promising approach for
balancing efficiency with scientific integrity.

From a practical perspective, organizations should adopt AI through in-
teroperability-by-design, governance-by-design, and provenance-by-design prin-
ciples. Incremental adoption strategies, cross-functional governance structures,
continuous monitoring, and standards-based architectures can help ensure that Al
remains transparent, auditable, and aligned with organizational objectives.

As Al technologies continue to evolve toward increasingly autonomous, adap-
tive, and agent-based systems, the importance of standards will not diminish but
rather increase. Future digital ecosystems will require stronger integration between
Al governance, provenance frameworks, interoperability standards, and regula-
tory mechanisms. The long-term value of Al will therefore depend not only on
technological progress but also on the ability to embed Al within trustworthy and
sustainable infrastructures.

The principal conceptual contribution of the chapter is the layered integration
model that connects standards-based data foundations, existing operational systems,
Al augmentation services, and governance and human oversight. Its value lies not
in replacing existing frameworks, but in showing how regulatory, organizational,
technical, and scientific requirements can be combined within one implementation
architecture for CRIS and related information infrastructures.

Future research should further investigate governance mechanisms for autonomous
Al agents, provenance models for generative Al systems, interoperability standards
for multi-agent environments, and methods for balancing transparency, privacy, and
digital sovereignty in increasingly Al-driven ecosystems.
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ENDNOTE

In this chapter, the internationally established term Current Research Infor-
mation Systems (CRIS) (euroCRIS) is used throughout instead of Research

Information Systems (RIS) or the German term Forschungsinformationssysteme
(FIS).
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